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Abstract. Much of the research work on design patterns has primarily focused
on discovering and documenting patterns. Design patterns promise early reuse
benefits at the design stage. To reap the benefits of deploying these proven de-
sign solutions, we need to develop techniques to construct applications using
patterns. These techniques should define a composition mechanism by which
patterns can be integrated and deployed in the design of software applications.
Versatile design models should be used to model the patterns themselves as
well as their composition. In this paper, we describe an approach called Pat-
tern-Oriented Analysis and Design (POAD) that utilizes UML modeling capa-
bilities to compose design patterns at various levels of abstractions. In POAD,
the internal details of the pattern structure are hidden at high design levels (pat-
tern views) and are revealed at lower design levels (class views). We define
three hierarchical traceable logical views based on UML models for developing
pattern-oriented designs; namely the Pattern-Level view, the Pattern Interfaces
view, and the Detailed Pattern-Level view. The discussion is illustrated by a
case study of building a framework for feedback control systems.
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1 Introduction

Patterns are reusable good-quality design practices that have proven useful in the
design of software applications [2,11]. Patterns can help in leveraging reuse to the
design level because they provide a common vocabulary of designs and they are
proven design units from which more complex applications can be built. Much work
has focused on documenting patterns [e.g. 2,11,12,16]. Other work is concerned with
applying these reusable designs in constructing applications [e.g. 3,10,14,15]. We can
generally classify design approaches that utilize patterns as:
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1. Adhoc. A design pattern records a solution and forces and consequences of apply-
ing this solution. However, this is not usually sufficient to systematically develop
applications using patterns. For instance, the coincidental use of a Strategy pattern [2]
in the implementation of a control application is not a systematic approach to deploy
patterns. This is simply because there is no process to guide the development and to
integrate the pattern with other design artifacts.

2. Systematic. A systematic approach to design with patterns goes further beyond just
applying a certain pattern. Systematic approaches can be classified as:

a) Pattern Languages. A pattern language provides a set of patterns that solve prob-
lems in a specific domain. Pattern languages not only document the patterns them-
selves but also the relationships between these patterns. They imply the process to
apply the language to completely solve a specific set of design problems.

b) Development processes. A systematic development process defines a pattern
composition approach, analysis and design steps, design models, and tools to auto-
mate the development steps. Such development process produces consistent designs
each time the process steps are conducted.

We are concerned here with systematic development processes because they are the
way to repeatable software design practice. To improve the practice of systematically
deploying design patterns, we need to define methodologies to construct applications
using patterns and support these methodologies with appropriate modeling languages.
In this paper, we discuss a process to develop pattern-oriented applications using
UML modeling capabilities. Specifically, we discuss using UML in the Pattern-
Oriented Analysis and Design (POAD) process [10,17,31]. POAD uses design pat-
terns as building blocks. The design of an application is built by gluing together these
construction fragments and defining dependencies and collaboration between partici-
pating patterns. To make this approach availing, we need to define modeling artifacts
that support its automation. Applications developed using this approach are object-
oriented in nature. Thus, the Unified Modeling Language [1,13] is used in each step.

In this paper, we discuss UML support for modeling design patterns and develop-
ing pattern-oriented designs. We show how to use UML modeling capabilities and the
POAD process to develop logical design views that capture relationship between pat-
terns while hiding details not utilized directly in the design. We then show how to use
these views to overlap participants of patterns to produce a denser and a more pro-
found class diagram. To illustrate the application of the proposed models and process,
we use a case study of building a framework for feedback control systems.

2 Stringing Versus Overlapping Patterns

"It is possible to make buildings by stringing together patterns in a rather loose way. A
building made like this, is an assembly of patterns. It is not dense. It is not profound.
But it is also possible to put patterns together in such a way that many patterns overlap
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in the same physical space: the building is very dense; it has many meanings captured
in small space; and through this density, it becomes profound."[7]

In the field of civil engineering, Alexander et.al. discuss techniques for composing
patterns as they experienced in making buildings. They compare two approaches:
stringing and overlapping patterns. Many of these principles apply to the design of
software systems as well. Inspired by Alexander's approaches to make buildings, con-
sider the two approaches to build software applications using design patterns:

1) Stringing patterns. In this design approach, patterns are glued together to
compose an application design. The glue here could simply be UML relationships
between patterns as packages (for example dependency between packages) or UML
relationships between participants of the patterns (for example UML association,
dependency, etc. between classes of one pattern and classes of another pattern). The
design is a loose assembly of patterns because it is made by simply stringing patterns
and using all the internal participants of a pattern as independent design constructs.
The design is neither dense nor profound. It is not dense because we end up with a
design that has a large population of classes. It is not profound because many classes
have trivial responsibilities. The reason is that the design of many of these patterns has
several classes that are only responsible for forwarding to other classes, acting as an
interface to the internal design of the pattern, or representing a class that is intended to
be part of the external system design not the internal design of the pattern (i.e. a client
class of a pattern).

2) Overlapping patterns. This approach advocates that many patterns should
overlap in the same logical design. Overlapping means that a class, as a participant in
one pattern, could be at the same time a participant of another pattern in the same
application design. For instance, consider gluing together the Strategy and the Ob-
server patterns [2]. Overlapping these two patterns could mean that the abstract
Strategy class of the Strategy pattern plays the role of abstract Subject class in
the Observer pattern. The designer will use one application class to play the role of
both participants. As a result, the design is dense and it becomes more profound. It is
dense because we end up having fewer classes in the application design than the total
number of classes in the patterns used to develop that design. It is profound because
each class carries out several responsibilities.

With the overlapping patterns approach, we gain the advantage of having less num-
ber of classes in the application design than the one produced by stringing patterns.
However, there is one salient disadvantage. The pattern boundary is lost and patterns
become hard to trace. With stringing patterns, we can always identify the pattern by
circling the classes that implement it. When circling the classes of a pattern in the
overlapping pattern design, we end up with so many intersecting circles.

As an example, consider an application in which the designer has decided to use the
Reactor pattern [8] and the Composite pattern [2]. We will use these two patterns in
the sequel to illustrate the difference between the overlapping and stringing ap-
proaches. The class diagram model for each of the two patterns is shown in Figure 1.

The Reactor pattern is a robust design for a system that receives events, manages a
set of event handlers, and dispatches the event to the appropriate handler. It consists
of: the abstract EventHandler class which is the interface that all the concrete
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event handlers have to comply with; the Reactor class which is the class responsible
for scheduling events and dispatching them to event handlers according to the type of
the event; and finally the ConcreteEventHandler classes which implement the
EventHandler interface.

Fig. 1 The class diagram for a) Reactor pattern, and b) Composite pattern

The Composite pattern is a robust design for a system that provides a unique inter-
face to a complex structure of objects that could be simple or composites. It is com-
posed of: the Component class which is the interface for the structure; the Leaf
class which implements the Component interface but does not contain other objects
of type Component; and finally the Composite class that implements the Compo-
nent interface and consists of other components that it manages.

Consider the case where we want to use these two patterns in designing a reactive
system. When using a Reactor pattern, we might find that the handlers for the applica-
tion specific events are not simple objects; instead, they could be complex objects
containing other objects that react as well to the events. Hence, we decide to use a
Composite pattern for the handlers. Now, how do we glue these two pattern?

The first solution is to string the two patterns together by establishing a relationship
between the Component class of the Composite pattern and the EventHandler
class of the Reactor pattern. By stringing the two patterns, we develop the design
shown in Figure 2, which contains all the classes of the two patterns.

Fig. 2. Stringing the Reactor and Composite patterns

The design in Figure 2 is not profound because it assumes that the handlers use or
reference composite components while in reality the handlers are the composite com-
ponents.

The second solution is to overlap the two patterns. We overlap the EventHan-
dler of the Reactor pattern and the Component class of the Composite pattern and
both roles are integrated in one class call it EventHandlerComponent. This class
will have the methods from both classes. Consequently, the concrete event handlers
become concrete classes derived from the EventHandlerComponent class. The
design of the overlapped pattern design is shown in Figure 3

The question that rises here is: are these two approaches independent? Must we
construct a design that is either a sparse assembly or a condensed overlap of pat-
terns? Can we use both?

Reactor

Dispatch()

EventHandler

HandleEvent()
CloseHandle()
GetHandle()

nn

ConcreteEventHandler1 ConcreteventHandler2

Leaf

Operation()

Composite

Operation()
AddComponent(Component)
RemoveComponent(Component)

Component

Operation()
AddComponent(Component)
RemoveComponent(Component)

nn

Reac tor

Dispatc h()

E ventHandler

HandleEvent()
Clos eHandle()
GetHandle()

nn

Conc reteE ventHandler1 Conc reteventHandler2 Leaf

Operation()

Composite

Operation()
AddComponent(Component)
RemoveComponent(Component)

Component

Operation()
AddComponent(Component)
RemoveComponent(Component)

nn



5

Fig. 3. Overlapping the Reactor and Composite patterns

Clearly, the first approach, assembling and stringing patterns, is avoided by many
designers. This can be attributed to the perceivable disadvantages of simply assem-
bling patterns to produce designs. It is, however, an easy approach to practice. The
stringing pattern approach provides good traceability from high-level designs, in terms
of patterns, to lower-level designs, in terms of classes. We can simply encapsulate the
classes of a pattern in one package or a template package [5], which will become the
high level view and use the pattern classes in the class diagram model which will be-
come the low level design.

The Pattern-Oriented Analysis and Design (POAD) approach reaps benefits from
both worlds; the stringing and overlapping patterns worlds. It makes use of the sim-
plicity and traceability of the stringing-patterns approach and the density and pro-
foundness of the overlapping-patterns approach. In POAD, the two approaches are not
independent and in fact they could be integrated in one process. POAD starts by as-
sembling patterns at a higher level of abstraction using the stringing approach, pro-
vides models to trace the patterns to lower levels of abstraction, and then allows the
designer to integrate lower level classes to produce dense and profound designs.

3 Pattern-Oriented Analysis and Design with UML

In this section, we discuss a pattern oriented analysis and design process that util-
izes UML modeling capabilities at various development steps. The following subsec-
tions describe each step with application to the development of a feedback control
framework. Feedback systems are commonly modeled using block diagrams. The
design framework that we develop in this paper is based on design patterns as building
constructs. The framework is documented at various design levels using UML models
and is reusable as an initial phase in designing feedback control applications.

3.1 Analysis

The purpose of this step is to analyze the application requirements and decide on
the set of design patterns that will be used in designing the system. To design a feed-
back control system, the specification and description of the system configuration and
its components must be put into a form amenable for analysis and design. Three basic
representations (models) of components and systems are used extensively in the study
of control systems: mathematical models, block diagrams, and signal-flow graphs.
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Referring to control literature [e.g. 9], the generic block diagram of feedback systems
represents an initial architecture documentation to start with. Figure 4 illustrates the
block diagram that is often used to describe a feedback control system.

Fig. 4. Block diagram for a feedback control system

The portion of a system to be controlled is usually called the Plant. An output vari-
able is adjusted as required by the error signal. This error signal is the difference
between the system response as measured by the feedback element and the reference
signal, which represent the desired system response. Generally, a controller is required
to process the error signal such that a certain control strategy will be applied. Using
the generic block diagram of a closed loop control system, the system is decomposed
into: a feedforward component that processes the error data and applies a control
algorithm to the plant; a feedback component that measures data from the plant, proc-
esses it, and provides the feedback data; an error calculation component that com-
pares the input and feedback data and produces the error; and the plant that is an ex-
ternal component on which control is applied and from which measurements are taken.

3.2 Pattern Selection

We analyze the responsibilities and the functionalities of each component and iden-
tify candidate patterns that could provide a design solution for each component. In
doing so, we have considered the design problem that we want to solve and match it to
the solution provided by general purpose design patterns [e.g. 2, 11, 12]:
1. The feedforward component implements some sort of a control strategy. The

change in the control strategy should be flexible and hidden from any calls and
invocations form any other component. For example, the feedforward component
should provide the same interface to the rest of the components in the system
while the framework can provide the flexibility to plug in and plug out different
control strategies. If we consider this as the design problem that we want to solve
and search for patterns whose intent is to solve similar problems, we find that a
Strategy pattern [2, pp315] is a good candidate for this task.

2. The feedback component receives measurements and applies a feedback control
strategy. It feeds the result to the error calculation component. The measurement
unit observes and measures data from the plant and feeds it to the feedback
branch. Thus, measurement observations can be communicated to the feedback
controller using the Observer pattern [2, pp293]. Thus we can use the Observer
pattern to loosen the dependency between the objects doing the plant observation
and those actually doing the feedback control. The measured data is fed to the
feedback control strategy, which - similar to the feedforward component- should
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provide flexibility to plug in and plug out different feedback control strategies.
This can be implemented using another Strategy pattern [2, pp315].

3. In the error calculation component, the feedback controller notifies the error
calculation unit with the feedback data. The feedback controller can be viewed as
the subject that notifies the error calculator with changes in the feedback data.
Error calculation is done whenever feedback data becomes available, at that mo-
ment, this data is compared with the persistent input data. Thus, an Observer pat-
tern [2, pp293] can implement this behavior.

4. If we examine the data manipulated in the feedback system, we find that the sys-
tem handles: measurement data that is measured from the plant; feedback data
that is the result of processing the measured data by the feedback element; and fi-
nally the error data that is the result of processing the feedback data and the input
data. Data of different types need to be exchanged between the framework com-
ponents. We can use a Blackboard pattern (a modified version of the blackboard
patterns in [24, 11]) for managing the system repository.

In choosing these patterns, we consider how the pattern solves the design problem
and the intent of the pattern. In summary, a Strategy pattern is selected for the feed-
forward component, an Observer and a Strategy pattern are selected for the feedback
component, an Observer pattern is selected for the error calculation component, and a
Blackboard pattern is selected as the system repository. In this small example, it was
obvious which patterns could be used. In other complex example, the analyst could
use UML use cases and sequence diagrams to understand the functionality required by
each component.

3.3 Constructing Pattern-Level Diagrams

In this step, we create instances of the selected patterns and identify the relation-
ships between these instances. As a result, a Pattern-Level diagram of the system is
developed.

First, we create pattern instances. In the previous step, we have selected to use two
Strategy patterns one in the feedforward component and the other in the feedback
component. Thus, we use the instances FeedforwardStrategy and FeedbackStrategy
of type Strategy pattern in the design of the feedforward and feedback components
respectively. We have also selected to use two Observer patterns one for the feedback
component and the other for the error calculation component. Thus, we use a Feed-
backObserver instance of type Observer pattern to observe and measure data from the
plant and an ErrorObserver instance of type Observer pattern to calculate the error.
We use a Blackboard of type Blackboard pattern to manage the system data reposi-
tory. This is just giving domain specific names to abstract patterns types (templates).

Second, we define dependency relationships between pattern instances. The Feed-
backObserver uses the FeedbackStrategy to apply a feedback control algorithm,
which in-turn, uses the ErrorObserver to calculate the error. The ErrorObserver uses
the FeedforwardStrategy to apply a forward control algorithm. The Blackboard is
used by all patterns to store and retrieve data.
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Finally, we use the pattern instances and their relationships to construct the Pat-
tern-Level diagram as shown in Figure 5. We use UML stereotypes to show the type
of the pattern instance.

Fig. 5. A Pattern-Level diagram for feedback control systems

The product of this process is the Pattern-Level diagram of the framework. It de-
scribes the architecture of a feedback system using design patterns, which explains
why the names "Pattern-Oriented Analysis and Design" is used. During the design or
design refinement phases we could discover that a selected pattern has limitations or
impacts on other design aspects. In this case, the designer would revisit this design
level to choose another pattern, replace previous choices, or create a new pattern de-
pendency or a new uses relationship.

3.4 Constructing Pattern-Level with Interfaces Diagram

In this step, the dependency relationship between patterns in the Pattern-Level view
is further traced to lower level design relationships between pattern interfaces.

First, we declare interfaces for the patterns used in each Pattern-Level diagram
(only one diagram for the feedback system). The Strategy pattern has the class Con-
text as the interface to the encapsulated control strategy. The Observer has two
interfaces that allow coordinating the subject observed with its observer. These inter-
faces are implemented by the notify() interface in the subject and the update()
interface in the observer. The Blackboard pattern has the interfaces to get and store
data in the repository, these interfaces are implemented by the getData() and
setData() methods. Then, we identify the relationship between pattern interfaces
by translating all dependency relationships between patterns in a Pattern-Level dia-
gram to relationships between interface classes and/or interface operations. The prod-
uct of this process is the Pattern-Level with Interfaces diagram. Figure 6 illustrates
the Pattern-Level with Interface diagram for the feedback control framework.

As an example consider the relationship between the FeedbackObserver and the
FeedbackStrategy pattern instances in the Pattern-Level view. The relationship be-
tween these two patterns at the Pattern-Level view is that the FeedbackObserver uses
the FeedbackStrategy to apply a feedback control strategy whenever the measurement
data is ready. The interfaces of the FeedbackObserver are the Update() and the
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notify() interface methods. The interface of the FeedbackStrategy is the Con-
text interface class. Thus the relationship between these two patterns is translated to
a relationship between the Update() interface of the earlier and the Context inter-
face of the latter. Similarly, all pattern relationships of Figure 5 are translated to rela-
tionships between the pattern interfaces in Figure 6.

Fig. 6. A Pattern-Level with Interfaces diagram for feedback control systems

3.5 Constructing Detailed Pattern-Level Diagrams

Fig. 7. A Detailed Pattern-Level diagram for feedback control systems
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To construct the Detailed Pattern-Level diagram, we express the internals (i.e. par-
ticipants) of each instantiated pattern in the Pattern-Level with Interfaces diagram.
Since we have used pervasive design patterns in developing the feedback control
framework, their structure can be found in the literature. For example, the class dia-
gram model for the Strategy and Observer patterns is documented in [2]. Figure 7
illustrates the Detailed Pattern-Level diagram for the feedback pattern-oriented frame-
work. Note that we do not take any additional design decisions in this step. With the
appropriate tool support Figure 7 is a direct generation from the Pattern-Level with
Interfaces diagram by simply retrieving the class diagram model from a pattern data-
base.

3.6 Instantiating Pattern Internals

In this step, we add domain specific nature to the Detailed Pattern-Level diagrams
by renaming internal pattern classes according to the application domain, choosing
names for pattern participants that are meaningful in the application context, and de-
fining domain specific names for operations in the patterns. Due to space limitation,
we will illustrate few examples only in the sequel.
Instantiating the ErrorObserver Pattern

The error calculation component consists of the ErrorObserver pattern, which is
composed of:

Fig. 8. Instantiating the ErrorObserver pattern

• AbstractObserver. An updating interface for objects that are notified of
changes in the subject.
• AbstractSubject. An interface for attaching and detaching observers. It
knows about its observers that ought to be notified of a subject's change.
• ErrorObserver. It is a concrete observer that maintains a reference to the
FeedbackSubject, reads the feedback data after being processed by the feedback
strategy, analyzes the feedback data with respect to the reference input data, and stores
the error in the blackboard. It implements AbstractObserver update interface.
• FeedbackSubject. It is a concrete subject that sends notification to the con-
crete observers of new data received from the feedback component.
Instantiating the FeedbackObserver Pattern

The FeedbackObserver is used in the feedback component and is composed of:
• AbstractObserver and AbstractSubject. They play an interface role
similar to that of the ErrorObserver pattern.
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• MeasurementSubject. It receives measurement notifications from the plant
and notifies its observer FeedbackObserver that a measurement is ready.
• FeedbackObserver. When notified by changes in the plant (through the
MeasurementSubject), it pulls the data identifier from the subject (using the
pull mode of the Observer pattern) and invokes the feedback controller to process the
measured data.

Fig. 9. Instantiating the FeedbackObserver pattern

Instantiating the FeedbackStrategy Pattern

Fig. 10. Instantiating the FeedbackStrategy pattern

The FeedbackStrategy pattern is composed of:
• Feedback. It is the context of the feedback control strategy. It is configured
with a feedback control strategy object through a reference to an FBAbstractCon-
troller.
• FBAbstractController: It is the interface for all feedback control strate-
gies. The Feedback uses this interface to call the feedback concrete algorithm.
• FBControlStrategyA, and FBControlStrategyB. They represent
concrete implementations for feedback control strategies.

The FeedbackObserver invokes the control routine of the Feedback that ap-
plies the feedback control strategy required from the component. The Feedback
class interacts with the FeedbackSubject of the observer pattern in the error
calculation component and invokes its notify() procedure. This establishes the
link between the feedback component and the error calculation component.

Two features can help the designer keep track of the patterns. First, the three mod-
els Pattern-Level diagram, the Pattern-Level with Interfaces diagram, and the De-
tailed Pattern-Level diagram provide a documentation of the framework as a composi-
tion of patterns. Second, with the appropriate tool support, the renaming process is not
an editing process. In editing we simply change the names and the old names are lost.
But in the renaming process of a class, the tool support for POAD should provide a
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system with memory to keep the history of the changed name specifically in pattern
instantiation.

3.7 Developing an Initial Class Diagram

From the Detailed Pattern-Level diagram, we use pattern interfaces and the instan-
tiated details of pattern internals to construct a UML class diagram. The class diagram
that is developed at this phase is an initial step to develop the static design model of
the pattern-oriented framework. Figure 11 illustrates the class diagram for the frame-
work. It can be recognized that the patterns are still notable in the class diagram as
shown by the dotted boxes around the classes. As part of POAD, all the models in
Figure 6 through Figure 11 are saved as analysis and design models. It is the role of a
tool support to preserve these models and provide the necessary traceability.

Fig. 11. The initial class diagram of the feedback design framework

The class diagram obtained from gluing patterns together at the high-level design is
neither dense nor profound because we just stringed the patterns together. It has many
replicated abstract classes due to the fact that we used multiple instances of the same
pattern. For example we used the FeedbackStrategy and the FeedforwardStrategy
instances of type Strategy pattern. It also has many classes with trivial responsibilities
because many classes are just doing forwarding of messages to internal participants of
the pattern. In the following step we use reduction and grouping mechanisms to opti-
mize the UML design diagrams obtained initially in the previous step.

3.8 Design Refinement

The complexity of the framework can be reduced by eliminating replicated abstract
classes. A pattern has one or more abstract classes. Since the same pattern type is
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used in more than one instance, we expect to find similar abstract classes. For exam-
ple, the Observer pattern is used in the feedback component and in the error compo-
nent. The classes AbstractObserver and AbstractSubject are replicated.
Similarly, the abstract class AbstractController of the strategy pattern used in
the feedforward and feedback components. Therefore, the replicated classes are elimi-
nated and only one common version of the abstract classes is used. This step is not
usually applicable to all designs because the interfaces offered by abstract classes may
substantially differ and hence we might not be able to merge these two abstract
classes. For the feedback control system this was possible. In general, this is an activ-
ity that the designer might consider doing as part of the development process.

More optimization in class usage can be achieved by merging concrete classes to-
gether depending on their interaction and responsibilities. This step mainly depends
on the framework designer skills. From Figure 11, we find that the classes Feed-
backObserver, FeedbackSubject and Feedback perform highly related
functions, which are summarized as receiving measurement notification, applying
control strategy, and notifying the error component that the feedback data is ready.
Instead of implementing a primitive function in each class, the three classes are
merged into one class FeedbackSubjectObserver, which carries out the re-
sponsibilities of the three classes. Figure 12 illustrates the refined class diagram of the
framework

Fig. 12. The refined class diagram for the feedback design framework

It could become difficult to identify the patterns at this level because at this level
we are using domain specific classes. This problem has always been recognized in
many techniques that directly use patterns at the class diagram level without develop-
ing higher level design models: patterns are lost and are not traceacble [25,26].
POAD has one particular advantage. When applying POAD, we keep all the models
developed through out the development lifecycle. These models are traceable bottom-
up from the class level to the pattern level and top-down from the pattern level to the
class level.

As an example of top-down traceability, we can identify the pattern participants in
the above class diagram. For example, FeedforwardStrategy:Strategy, is composed of
the classes Controller, AbstractController, ControlStrategyA, Con-
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trolStrategyB. Another example is ErrorObserver:Observer, which is com-
posed of the classes AbstractSubject, AbstractObser-ver, Feedback-
SubjectObserver ( a concrete subject) , and ErrorObserver ( a concrete
observer). As an example of bottom-up traceability, we find that the class Feed-
backSubjectObserver is a common participant in multiple patterns. It is the
observer for MeasurementSubject in the FeedbackObserver. It acts as a
controller in the FeedbackStrategy that invokes a concrete control strategy to be
applied on the FeedbackData. It acts as a subject for the ErrorObserver.

4 Related Work

Several successful experiences have reported on the advantages of using patterns in
designing applications [15, 27]. These experiences do not follow a systematic method
to develop applications using patterns. Systematic development using patterns utilizes
a composition mechanism to glue patterns together at the design level.
Generally, we categorize composition mechanisms as behavioral and structural com-
positions. Behavioral composition approaches are concerned with objects as elements
that play several roles in various patterns. These approaches are also known in the OO
literature as interaction-oriented or responsibility-driven design [28]. Reenskaug
[29,30] developed the Object Oriented Role Analysis and Software Synthesis method
(OORASS, later called OOram). The method uses a role model that abstracts the tradi-
tional object model. Riehle [18] uses role diagrams for pattern composition. Riehle
focuses mainly on developing composite patterns, which are compositions of patterns
whose integration shows a synergy that makes the composition more than just the sum
of its parts. The approach by Jan Bosch [26] uses design patterns and frameworks as
architectural fragments. Each fragment is composed of roles and components that are
merged with other roles to produce application designs. Lauder et. al. [20] take a
visual specification approach to design patterns. They utilize constraint diagrams that
are developed by Kent [19] together with UML diagrams.

Structural composition approaches build a design by gluing pattern structures that
are modeled as class diagrams. Structural composition focuses more on the actual
realization of the design rather than abstractions as role models. Behavioral composi-
tion techniques such as roles [30,18] leave several choices to the designer with less
guidelines on how to continue to the class design phase. Keller and Schauer [21,22]
address the problem of software composition at the design level using design compo-
nents. Their approach and ours share the same objective of creating software designs
that are based on well-defined and proven design patterns packaged into tangible,
customizable, and composable design components. Larsen [23] takes a structural
approach to glue patterns by mapping the participants of a pattern into implementation
components. POAD shares the same concept of defining interfaces for patterns.

Xavier Castellani and Stephan Y. Liao [4] propose an application development
process that focuses on the reuse of object-oriented application design. D'Souze et. al.
[5,6] define a component-based approach to develop software that is heavily based on
interfaces at both the design and implementation level. D'Souza's approach is general
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in addressing software development issues such as composing physical components,
distribution of components, and business driven solutions, etc. Modeling patterns as
template packages is similar to the pattern level view developed in earlier develop-
ment models used in POAD.

5 Conclusion and Future Work

The work in this paper stems from the need to develop systematic approaches to
glue patterns in the development of software applications and to develop pervasive
pattern-level views that document a design as a composition of patterns. Patterns tend
to be lost and blurred at the implementation and low-level design phases. The pro-
posed POAD process and the associated UML models provide a solution for this
problem. We discuss the support of the Unified Modeling Language to model pattern-
oriented designs. We illustrate the use of UML modeling capabilities to develop three
logical views, Pattern-Level, Pattern-Level with Interfaces, and Detailed Pattern-
Level to facilitate the process of designing with patterns. The three views are based on
the principle of pattern interfaces and support hierarchical traceable designs where
high-level views of collaborating patterns are traced to lower level views of collabo-
rating classes. One challenge to the POAD approach is how to analyze the user re-
quirements for the purpose of selecting patterns. Moreover, we did not address the
problem of how patterns can be combined with parts of design that are not expressed
as patterns. Several applications may include application classes or frameworks as
building blocks. Since we are using UML models, we expect that other modeling
construct could be directly integrated with POAD models.
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