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Preface 
 
The explosion of Cloud computing propaganda has motivated many companies and people to 
quickly move towards this new technology. Particularly given the current economic climate it 
seems like a prudent way to dynamically increase and decrease infrastructure at low cost. 
However, past experience with SOA and other recent technologies has taught us that lack of 
commercial adoption and a proliferation of unusable standards may hinder this technology. 
Support from vendors like IBM and Microsoft for cloud computing is promising and leads to the 
need for strong design of cloud based systems to ensure quality and productivity. Already 
established cloud computing vendors such as Amazon and Google are continually enhancing and 
extending their services. Issues already identified in Grid Computing and SOA will certainly 
prove important in the design of cloud based systems. An increasing level of importance must be 
placed on the design to regulate issues such as: instance access control, regulatory issues, 
development practices, security and practical operational issues. Capturing and discussing best 
practices on these subjects will contribute to a healthy movement in the right direction for those 
who will develop the Service Cloud. 
 
Still at an early stage in adoption, we believe it is important to bring together practitioners and 
researchers to workshops to collect best practices, discuss challenges and opportunities so that we 
can create ideas and shape the future development of cloud computing to be something that truly 
improves our profession and our ability to deliver computing based solutions. Other technology 
fads have come and gone, and some have even started to preach the demise of cloud computing 
given that the popularity is so strong already. Will Cloud computing be able to cross the chasm 
beyond the early adopters? A possible evidence of this could be the fact that cloud computing is 
already in widespread use, and healthy business models are already established. Although the 
definitions of cloud computing is both unclear and ambiguous, the fact that we already can show 
and demonstrate what it is, makes this less of a problem. History has often times shown that 
practical use is more sustainable than theory and original intentions. 
 
We have been running 2 workshops on cloud computing at OOPSLA09. One focusing on design 
aspects: “Best practices in Cloud Computing: Designing for the cloud” on October 25, 2009 and 
the other on operational aspects: “Best Practices in Cloud Computing: Implementation and 
Operational Implications for the Cloud” on October 26, 2009. From the workshop submissions 
we have selected a set of highly qualified papers in these proceedings.  
 
Enjoy the papers in these proceedings and we encourage you to continue the effort in exploring 
how cloud computing can be utilized, designed for and tamed. 
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Cloud Standards Roadmap Process 

Robert Marcus 

Emerging Technology Strategies, 4501 134 PL SE, Bellevue, Wa. 98006, USA 
robert.marcus@et-strategies.com 

Abstract. Cloud computing technology is being rapidly deployed by enterprises 
and governments. There are many benefits including increased flexibility and 
reduced costs for individual projects. However it will be necessary to plan 
carefully for future interoperability and portability across multiple clouds (i.e. 
hybrid cloud architecture). This paper outlines an approach for creating 
roadmaps to guide procurements and deployments for large organizations that 
need to integrate multiple clouds.  Application Programming Interfaces (APIs) 
for Infrastructure as a Service (IaaS) resources in the U.S. government Cloud 
Storefront is used as an example. 

1 Introduction 

Cloud Computing in its many incarnations is rapidly gaining support for the next 
generation of IT deployments. Unfortunately there are many different incompatible 
implementation of Cloud Computing technology. This diversity might not hinder 
individual projects but will create serious challenges for future portability and 
interoperability in enterprises. Similar problems have occurred with previous 
promising technology e.g. distributed objects.  

During the past year,  there has been an attempt to proactively address the issues of 
Cloud interoperability and portability in a series of meetings.  Representatives of 
government, industry, and standards groups are evolving a collaborative process  for 
moving towards needed standards.  The goal of this process are roadmaps that 
describe the dependencies and schedule for the Cloud standards required for planned 
deployments.  The roadmaps will provide value to enterprises, cloud resource 
vendors, and standards groups. 

In this paper, the Cloud Standards Roadmap Process will be presented and the 
individual steps in the Process will be described.  For the purpose of brevity, the focus 
will be on harmonizing Application Programming Interfaces (APIs) for Infrastructure 
as a Service (IaaS) Cloud resources.  
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2 Cloud Computing Standards Roadmap Process 

The steps and transitions in the standards roadmaps process are illustrated in Figure 1.  

Fig. 1. Cloud Standards Roadmap Process  

The transitions include: 

� Analysis of the technology being provided by vendors and open source suppliers 
is used in the preliminary planning of enterprise initiatives.  

� These initiatives define scenarios that determine Cloud use cases.   
� Mappings can be documented between Cloud use cases and related Cloud 

standards.   
� The coordinated creation of the Cloud standards can be assigned  to standards 

groups who  publish Cloud Standards Roadmap including dependencies and 
schedules. 

3 Cloud Standards Roadmap Process for Infrastructure as a  
Service (IaaS) 

Infrastructure as a Service can be defined as "on demand processing, storage, 
network capacity, and other fundamental computing resources in which costs are 
assigned based  usage"[1]. This technology is one of the main drivers of Cloud 
computing. Some others include Platform as a Service (PaaS) and Software as a 
Service (SaaS).  

The key foundation for IaaS is virtualization of computing, storage, and other 
resources.  Virtualization enables the elastic allocation and de-allocation of 
resourcesin responses to shifting demands.  Within enterprises, IaaS is perceived as a 
way to improve reuse of data center resources. On the Internet, IaaS resources have 
been used to handle Web site resource spikes for small companies (e.g. Animoto [2]) 
and short-term large computing tasks for enterprises (e.g. New York Times [2]).   

The initial IaaS vendor was Amazon Web Services (AWS) based on Amazon's   
experience in running  Internet scale Web sites. Their offering called Elastic Cloud 
Computing (EC2) had a major impact in introducing awareness of the technology 
possibilities.  The underlying virtualization in AWS is the open source Xen software. 
Amazon modified Xen and added enhancements  to produce Amazon Machine 
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5 Standards Coordination for Hybrid Clouds 

The key standards for implementing hybrid clouds are the APIs to IaaS resources. 
During the past year, there have been several meetings of Cloud standards groups 
focused on coordination of Cloud standards activities.  These include a Cloud 
Interoperability Workshop in March 2009 [6] and a Cloud Standards Summit in July 
2009 [7].  As an outgrowth of these meetings, a Cloud Standards Coordination 
Working Group was initiated (http://www.cloud-standards.org) including the Open 
Grid Forum (OGF), Distributed Management Task Force (DMTF), Storage 
Networking Industry Association (SNIA), Cloud Security Alliance (CSA), and the 
Object Management Group (OMG). 

In December 2009 [8], there will be meeting to discuss Harmonization of APIs to 
Cloud IaaS Resources. The invitees to the meeting will include standards groups, 
industry, and government representatives. The goal is to develop a roadmap for 
increasing interoperability and portability across multiple Clouds.  
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Overcast: Eclipsing High Profile Open Source
Cloud Initiatives

Chris Matthews1, Stephen Neville2, Yvonne Coady1, Jeff McAffer3, and Ian
Bull3

1 University of Victoria {cmatthew,ycoady}@cs.uvic.ca
2 University of Victoria sneville@ece.uvic.ca

3 EclipseSource{irbull,jeff}@eclipsesource.com

Abstract. Can Cloud Computing be used without the traditional clus-
tered, high-availability and highly complicated software stacks from big
vendors or high profile open source initiatives? This paper presents the
position that by leveraging the virtualization that is inherent in the
cloud, we can recompose cloud systems out of more simple building
blocks, breaking the dependancy on complicated software stacks and
creating more secure and reliable systems than at present.

1 Introduction

One of the challenges of cloud computing is the complexity of composing ser-
vices in ways that will ultimately be not only be efficient, secure, and robust, but
also scalable and sustainable in the face of system evolution. Virtualization has
provided critical leverage within this domain. However, current coarse grained
virtualization is arguably a mismatch in terms of cloud service compositions.
Cloud infrastructure as a service (IaaS) providers all support the same gran-
ularity for system decomposition, consisting of a full operating system and a
complete software stack.

In this position paper we discuss the possibility of composing cloud based
systems out of a collection of smaller components. The ultimate goal being more
maintainable, scalable systems, which break our dependence on the current large
brittle software stacks used in IaaS and ultimately make IaaS a bit more like
platfrom as a service (PaaS) computing.

In [1] we presented MacroComponents, designed specifically to combine the
power of the isolation currently provided by virtualization with software en-
gineering qualities borrowed from component systems for scalability and sus-
tainability in cloud environments. In systems composed of MacroComponents,
components run in isolation from the rest of the system, but without the full
foundations of their more traditionally virtualized counterparts.

In this paper we discuss how MacroComponents would change the way cloud
software is built, and what differences we could expect to see in systems built
out of MacroComponents. We start with a discussion of current techniques for
decomposing cloud systems in Section 2, then in Sections 3 and 4 we introduce
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some technologies of interest: OSGi, P2 and CloudClipse, then in Section 6 we
describe how these technologies might be used to make MacroComponents more
potent in the cloud. In Section 7 we detail how MacroComponents might make
cloud software systems better, and in Section 8 we describe some of the problems
that could be encountered.

2 Decomposition and Virtual Appliances

Outside of the cloud, there are several reasons to split up a full software stack
across separate virtual machines. The isolation imposed by virtualization pro-
vides a mechanism with which a system’s engineer can decompose the system.
This decomposition could be done to help bring the system closer to the con-
ceptual model it is based on. It could also be done to reduce the cost of building
or maintaining the system [2,3].

Concretely, prior to the acceptance of virtualization, to ensure good hardware
and utilization a company might have installed a web server and e-mail server
on the same physical host. In a virtualized setup, that company might put their
e-mail server in one virtual machine and their web server in a different virtual
machine on the same physical host. This could have been motivated by several
different reasons: first, to match the conceptual understanding of the system,
second to separate the stakeholders of the system, third to separate proprietary
modules from the rest of the system.

Matching the conceptual understanding of the system is something that is
done to enhance the mental modeling of the system. Since e-mail and web servers
are separate services, having them running on separate containers makes sense
from that perspective. When the maintainers of the system are thinking of the
services the system provides, it would be nice for them not to have to think about
where the services are instantiated. For example, if the maintainers of the system
wanted to move the e-mail server behind a firewall or to a new physical location,
but keep the web server in its currently is, the conceptual understanding of the
system is that the e-mail server can just be moved; however, that is not the case
if the e-mail server and the web server are running on one operating system. In
this particular example, if the web server and e-mail server were running on a
virtualized platform in separate virtual machines there would be no dependency
between the two, and the e-mail server could be moved without any consideration
for the web server.

Sometimes it makes sense to decompose the system to separate the stake-
holders involved in the system. For example, the Microsoft documentation warns
strongly against running a domain controller and exchange e-mail server on the
same Windows 2003 instance [4]. Statements like this can be motivated by sev-
eral different issues of compatibility:

– legal: the license that software is written under,
– technical: two software products do not interact well after installed on the

same system, based on several isolation properties:
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• Configuration Isolation: Configuration of one entity effects the other,
• Temporal Isolation: One entity steals execution time from another,
• Spacial Isolation: One entity interferes with another’s memory or cache,

– security: software does not trust other software products on the system and
– quality of service: software cannot guarantee it will work well with other

software installed.

2.1 Making it Easy

These are all motivating factors for the notion of the virtual appliance. A virtual
appliance is a virtual machine with software pre-packaged and pre-configured
within it. All the user of the virtual appliance has to do is download the vir-
tual appliance and start it. Virtual appliances also tend to carry a full OS in
their virtual machine, although often they have their non-essential services and
applications removed. Libra [5] is an attempt to build a minimal library OS to
support even smaller virtual machines. Libra provides a composable operating
system that was shown to run a Java Virtual Machine (JVM). MinOS a minimal
OS that is included with Xen [6]. It lacks some of facilities that are found in a
typical OS such as a scheduler, or network stack. MinOS has been used to build
small virtual machines that are built for a specific purpose, for example, running
a simple C program, running an OCaml interpreter, or even providing an iso-
lated domain builder for Xen [7]. These are all examples of efforts to reduce the
size and complexity of virtual machines to make the system as a whole better in
some way.

In Amazon’s EC2 [8], users are presented with a large variety of free and
paid preconfigured Amazon Machine Images (AMIs). Many of these could be
considered virtual appliances, with common prebuilt software stacks in them.
These images reduce the time it takes for clients to get their applications into
the cloud, effectively reducing the setup to just application specific setup.

2.2 Building Monolithic Systems

Virtual appliances tend to be monolithic systems, a large collection of software all
tuned to work together to perform the virtual appliance’s task. But prefabricated
virtual appliances have limits to their customizability.

The need for custom software stacks has been made evident by the success
of products like rPath’s rBuilder [9] or openQRM [10]. Both create customized
images for virtual machines and the cloud. All the user has to do is provide the
application, and these systems prepare the image for you.

One thing that is interesting about these systems is the interface that they
present to their users. The interfaces make the virtual machine appear as though
it is a collection of components. The user selects a kernel, some software packages,
and perhaps a web server, and these systems compose them for you. At the end
you are presented with a software system ready for the cloud. In this case these
systems are building a monolithic software system on your behalf.

9



3 OSGi and P2

OSGi is a component model that has gained some popularity in the Java pro-
gramming world [11]. Although not specified in Java, all the current implemen-
tations of the OSGi framework are for Java. OSGi provides a model in which
components (bundles) and services can be defined and accessed along with some
associated component lifecycle and composition operations.

Equinox is the reference implementation of the OSGi model. Equinox is part
of the Eclipse project, and provides the implementation of OSGi that the Eclipse
IDE uses. OSGi can even be used in distributed systems. R-OSGi [12] can be
used to have OSGi components communicate with each other even when they
are on different physical or virtual machines.

Because of the dynamic nature of OSGi components, and the ease with which
modules in the system can be added, removed and upgraded, a natural addition
to the OSGi world is P2, a provisioning platform [13]. P2 is the mechanism
behind the newest version of the Eclipse IDE’s update system, and provides
a general purpose means for installing and updating an OSGi system. P2 was
conceived out of the need to keep complex systems of versioned component which
come from different places. P2 is designed to be extensible and flexible, and can
do more than just adding and removing components from OSGi systems. P2
comes with a set of native operations that can perform many different common
tasks, but P2 also provides the ability to extend itself as it is running with new
operations.

4 CloudClipse

CloudClipse is a framework for helping get software into the cloud. It was a
prototype system created as a Google summer of code project for the Eclipse
Foundation. The initial version of CloudClipse provided an extra set of P2 oper-
ations which allowed an installer to create virtual machine image that could then
have software installed into it. The first version provided support for fetching
a compressed virtual machine image, mounting a virtual machine image, doing
a RPM install into an image, and performing arbitrary commands inside the
image via Linux’s chroot facility. Currently, CloudClipse downloads one of sev-
eral small linux distributions as the base to work from. Then that image can be
customized by the P2 installer. Once the image is present on the local machine,
P2 can install software from local RPMs or from another P2 repository. P2 can
also configure the image by doing things such as setting up services to run on
boot, changing the default root password, and installing ssh keys.

4.1 Future of CloudClipse

The ease with which P2 was adapted to make virtual machines images indicates
it might be a good candidate to dynamically configure and install software in the
cloud. We think that P2 is particularly well suited for installing and configuring
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Fig. 1. Creating a new virtual machine with the Eclipse CloudClipse plugin.
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the nodes from inside the cloud. CloudClipse could be used to set up a simple
P2 system inside a cloud image; then, dynamically, P2 could find the software it
needs from repositories inside the cloud and install them. CloudClipse provides
a simple way of producing virtual machines with a small installation of base
software to get the rest of the P2 installer going. CloudClipse can configure the
operating system and kernel versions of installed libraries, then, once in the cloud
P2 would be able to dynamically configure and install the rest of the software
in the system. Ideally, P2 actually finds the software from within the cloud.

The ease with which CloudClipse, and other tools like openQRM and rBuilder
build base images for the cloud, makes it almost a mechanical process.

5 MacroComponents

MacroComponents is a proposed approach to software compostion that aims to
alleviate the burden of creating lightweight virtual machines [1]. With lightweight
virtual machines, there is no need to keep an entire monolithic software stack in
each virtual machine. The goal of MacroComponents is to decrease the size of
virtualizable entities in the system to the point that small software components
can be run in isolated virtual machines. Each virtual machine is merely a con-
tainer for a single software component of the system. Because of the decrease
in complexity of the software in each virtual machine, much of the traditional
supporting software stack can be removed from the virtual machine as well.

To support the fine grained decomposition of a software system across virtual
machines, MacroCompents would have to provide several facilities. Some of the
most important of which are:

– programatic creation and configuration of virtual machines,
– fast communication between virtual machines,
– scalable, simple composition of virtual machines,
– programatic control over other virtual machines.

We believe with all these and other properties satisfied, software systems
could be distributed as components across virtual machines.

Cloud computing heavily utilizes virtualization; so the question remains,
would fine grained decomposition of cloud software into virtual machines be
beneficial? We investigate this question in the following sections.

6 Leveraging Current Component Systems

OSGi could lend an interesting compent model to MacroComponents. There is
some effort to use OSGi in the cloud already [12]. Its model for dynamic service
binding maps well to cloud software, but also could map well to MacroCompo-
nents. In systems built with OSGi, components can be added and removed from
the running system. Using R-OSGi, it was shown that the failure of distributed
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communication can map directly onto the OSGi services failure modes [14]. Ex-
tensive tooling already exists for OSGi; for example, the Eclipse PDE is designed
for OSGi development [15]. Furthermore, there are several popular implementa-
tions of the OSGi runtime which already exist.

P2 and CloudClipse also could provide mechanisims to assist in the complex
creation of virtual machines. P2 could prepare a MacroComponent’s virtual ma-
chine images, and prestock them with the simple runtimes they would need.
Furthermore, an instance of P2 could be used inside the virtual machine, to load
that virtual machine’s component(s) dynamically. This alleviates some of the
per-MacroComponent setup that would need to be done.

7 The Case for Fine-grained Cloud Compositions

Section 2 listed many reasons to decompose a software stack, and MacroCom-
ponents as described in Section 5 allow us to decompose a system in a more fine
grained manner. If this decomposion took place, we could expect to see many
benefits to the software system as a whole.

The dynamic nature of OSGi systems makes it easy to swap one service
for another similar service. This makes the system easier to evolve. Componet
version dependencies can be explicitly noted, live upgrades are possible and
maintance can replace smaller parts of the system.

Because each component is isolated in its own virtual machine, the compo-
nent has explicit configuration isolation, temporal isolation and spacial isolation.
It should be nearly impossible for other elements of the system to interfere with
the expected operation of a component.

In an OSGi service based architecture, components bind dynamically and
only temporarily, so redundancy is easily inserted into the system. Multiple
instances of important componets can be used, and failover can be automatic.
There is a lower cost to keeping hot standbys for important components because
a smaller part of the system (just the component) is all that has to be kept ready.
Furthermore, new instances of components can be brought up much faster than
starting a whole new version of the software stack. Both of these properties have
good implications for the robustness and scalability of the system. The need for
traditional high availability software mechanisms is reduced.

In the event of a security compromise, only one component will initially
be exposed to the attacker. If the attacker wants to compromise more of the
system they have to also find a vulnerability in the hypervisor or the inter
virtual machine communication.

The hypervisor provides a good generic base runtime. They allow many dif-
ferent sizes and types of operating systems and runtimes to be used. Almost
anything could be used inside each macro component. It is also transparent to
swap one component runtime for another. This breaks the dependence on large
standard software stacks. Each component can run the base system that best
suits it, with no worry for what other parts of the system need. Developers are
not locked into one OS, but rather can select based on the needs of a component.
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8 The Challenges of Fine-grained Cloud Compositions

There are also significant barriers to fine grained composition. The first barrier
is the decomposition of systems themselves. It would be nieve to think that
systems engineers would rewrite their software to fit this model. Existing software
system are complex, and decomposing them as a whole is a tremendous task.
However, new systems are built, which could be designed with a component
model in mind. Further more, MacroComponents are not an exclusive choice,
the parts of a system that could most benefit from the beneficial properties of
MacroComponents could be extracted, and the rest of the system could run
along side in typical monolithic system. It remains to be seen if the engineering
effort is worth the benefits to existing systems.

One issue that is already pertentant in the cloud is that of information secu-
rity and privacy [16]. Increasing the number of virtual machines and that amount
of communication and coordination in cloud systems surely will not help these
problems. We hope that general solutions proposed in this space will apply to
MacroComponent type systems as well. Also, because of the systems decomposed
state, things that might not have otherwise need to be transmitted between vir-
tual machines may have to be. One other practical issue of system decomposition
is the overheads of communication between modules and in the creation of com-
ponents (and their resident virtual machines). To produce a useful system, both
these overheads have to be addressed.

Finally, compostion of components in large systems may become a complex
task. Some of the features of OSGi like explicit versioning and dependancy dec-
laration help with this, but it is still a problem suffered by all complex systems.

9 Conclusion

Fine grained virtual components show promise as different way of decomposing
cloud software systems. There are a miryaid of benefits and disadvantages to
building software with a model like this; but, current technologies like OSGi and
P2 could help make this approach more feasible. In the future we intend to build
a MacroComponent based system and test it in the cloud.
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Cloud Computing Web-Services Offering and IT 
Management Aspects  

1CA Labs, CA Inc. Herzeliya, Israel, ethan.hadar@ca.com 
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Abstract. Cloud computing is an emerging distributed computing solution that 
combines utility computing, software-, platform- and hardware-as-a-service. 
Vendors in this domain offer web-services based transient utilization of 
computing resources, reducing the need for permanent IT investments and 
associated labor. However, the new infrastructure of cloud computing raises 
several management and architectural concerns for IT organizations. Lack of IT 
management capabilities in design, transition, and operation of these web 
services generates hesitation in adopting the cloud solutions. Moreover, lack of 
uniformity amongst the cloud vendors generates additional complexity. Thus, 
abstracting the cloud management aspects and seamlessly integrating them into 
the IT management workflows is important. In this paper, we present a 
theoretical solution – in the form of a reference architecture – that captures the 
gap between Cloud Computing and ITIL 3.0. We conceptually discuss the 
architectural aspects of these components, as well as the possible advantages of 
an implementation framework. 

Keywords: cloud computing, utility computing, SaaS, architecture, ITIL, C3A, 
EITM, IT management 

1   Introduction 

Cloud computing is one of the latest paradigms in computing technology, gaining 
considerable popularity within the past year1. Cloud computing Infrastructure as as 
Service (IaaS) consists amongst other things from the “next-generation datacenters”. 
These datacenters are  characterized by dynamic infrastructure,  of optimized 
computing resources, being frequently allocated and de-allocated using server 
virtualization technology in order to provide, scalable,  reliable “on-demand” and 
“pay-per-use” services [14]. From an IT department (the cloud “consumer”) 
perspective, the primary concept behind cloud computing is that of renting computing 
resources, without permanent investments in equipment and related relative labor. 
Vendors such as Google [12] and Amazon [9] are therefore able to leverage their IT 
investments into cloud computing infrastructures. In return, the cloud customers can 

                                                          
1 As of February 2009
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utilize the offered hardware and platforms for the required length of time, rather than 
purchasing equipment for short-term projects. 

This has implications for application providers who develop solutions targeted for 
internal deployment (local) or within the enterprise datacenters (near), rather than 
using remote web-services of third-party datacenters (the cloud). An example for a 
composite solution is the ability to deploy web servers, load balancers and front end 
interfaces on the cloud, while keeping the database part of the application local. 

This has further impact on ITIL (Information Technology Infrastructure Library) 
[13] processes. Many large organizations are implementing the ITIL approach, 
performing well-defined automated processes. Since ITIL is agnostic to platform and 
technological tools, it is the responsibility of management tools implementers to bind 
Enterprise IT Management (EITM) practices and advances in technology, such as the 
new cloud offerings. 

The cloud solution is similar in many ways to traditional system architectures in its 
resemblance to internal grid computing, where all the grid architectural characteristics 
are under full consumer control. Yet, in the cloud, which is based on web services, it 
is not the case for hardware utilization, security management, change management, 
roaming concerns, e-discovery, nor many other IT operational and management 
aspects.  

Considering it all, the requirements for merging the two domains are: 
1. Can we present and map the deficiencies of the Cloud according to ITIL 

needs, and thus define a set of high-level components that address specific 
issues? 

2. What will be the structure of a conceptual bridging architecture that integrates 
these components and connects them to the cloud web services as well as to 
the ITIL implementation components? 

In this paper, we present a theoretical model that captures the proposed gap 
between Cloud and ITIL in the form of a reference architecture. The benefits from 
this conceptual architecture are embedded in the description of capabilities of each 
high-level component; thus defining functional and structural requirements for a 
comprehensive bridging technology. 

The reference architecture is presented using the C3A methodology [5], where 
each level 1 component is described in some detail. We particularly focus on the 
integration points between components, identifying the requirements that are unique 
to a cloud environment and ensuring ITIL 3.0 compatibility. 

The remainder of this paper is structured as follows. In Section 2 we provide a 
brief description of the C3A methodology that we employ throughout this paper. In 
Section 3 we provide some background on cloud computing. In Section 4 we describe 
our reference architecture for application providers, focusing on those areas that are 
different from traditional architectures and highlighting ITIL integration points. We 
then provide some discussion on related work in Section 5 and conclude in Section 6. 

28



2. C3A Methodology 

The C3A (CA Agile Architecture) methodology, developed by Hadar and Silberman 
[5], can be used to represent both a high-level reference architecture and an 
implementation architecture that drills down to the desired depth. In general, this 
approach uses only three abstraction levels, although in principle n-levels are 
available. This restriction is in recognition of the fact that architects often do not have 
the resources to develop their architecture fully, but rather require an agile process 
whereby updates can be done quickly and dependencies are easily identified. 

The C3A architecture is typically represented using four layers: external business 
integration, functional architecture, system architecture and cross-concerns system 
architecture. As an example, figure F-2 shows 2 layers, the integration and system.
These layers cater to different stakeholders: external integrators, functional and 
system architects, and common components managers, respectively. 

There are three levels that can be represented inside each layer. Figure F-1 shows 
the three levels of components. Level 0 (presented in blue, and symbolized by a UML 
package notation) represents the modules, identifying the high-level sub-systems. 
Level 1 (presented in green, and symbolized by a UML Component notation) consists 
of deployable components, which can be thought of as independent entities such as jar 
files or MS-DLLs. The basic premise is that a level 1 component can be removed and 
replaced with a similar component without affecting the rest of the system or 
requiring the replacement of a full module. Level 2 (orange, and symbolized by a 
UML Class notation) contains an internal cohesive set of components that usually will 
not be deployed or managed separately. 

3 Cloud Computing 
Cloud computing is an emerging distributed computing solution that combines utility 
computing, software-, platform- and hardware-as-a-service. Vendors in this domain 
offer transient utilization of scalable computing resources, reducing the need for 
permanent IT investments and the associated labor. However, the new infrastructure 
of cloud computing raises several management and architectural concerns for large IT 
enterprises.  

Figure F-1 conceptually represents, using some of the C3A format [5], the key 
components in a cloud computing environment.  It presents the cloud architectural 
stack with five key Level 0 modules: consumers, client technology, software (SaaS), 
platform (PaaS) and utility computing. Naturally, each vendor might offer a partial set 
of the stack, and may have different inner implementations. For example, a consumer 
can run an application on a platform without requiring a particular service, however it 
will still require some computing power. Consumers (Module 1) of cloud technology 
can span many verticals, including government, health, finance, etc. All should be 
supported by the underlying cloud infrastructure regardless of their particular vertical 
origin. 

Consumers are dependent upon client web technology (Module 2) in order to 
connect into the cloud web services. Such client technology includes, but is not 
limited to, browsers and web 2.0 access points. The client technologies may have 
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access to either or all of the three modules: services (SaaS), platform (PaaS), and 
utility computing. 

The services (SaaS, or Software-as-a-Service) module (Module 3) consists of 
components representing compliance and governance, social networks (e.g., FlickR, 
FaceBook), e-commerce (e.g., eBay), banking (e.g., credit card services) and project 
management (e.g., CA's Clarity product [10]), as well as potentially other components 
such as ERP portals. 

In a similar way to SaaS, there now exists PaaS, or Platform-as-a-Service (Module 
4).  This module offers various platform components (servers) such as web servers, 
web 2.0 and java (JSR 168 or 286) portlets and web 2.0 gateways.  Customers can 
install direct applications on those servers, without managing the actual underlying 
platform. 

The utility computing module (Module 5) consists of both computing power and 
storage components.  Given the cloud environment that this architecture represents, 
the computing power component can be thought of as hardware-as-a-service (HaaS), 
where a consumer rents time on that hardware, while the storage component can be 
thought of as data-as-a-service (DaaS), where a consumer rents disk space or database 
storage. The computing power component (HaaS) consists of several level 2 
technologies, complete with dependencies between these components. Some cloud 
providers utilize virtualization technologies, and some use clusters.  As a result we 
have technologies at level 2 representing both virtual hosting (providing readymade 
operating systems) and hardware virtualization (that requires the installation of an 
operation system).  The result is that consumers do not need to be concerned with the 
underlying hardware, but rather need only to provide an image to the cloud vendor, 
which can then be deployed across various hardware implementations (e.g., using 
VMWare or Zen hypervisors). 

4 The Cloud Management Reference Architecture 

In this section, we present a reference architecture interweaving ITIL 3.0 management 
modules with the cloud computing environment. We are specifically concerned with 
providing a generic architecture that represents the two forms of cloud computing 
from a stakeholders’ perspective: 

1. the IT owners who are utilizing cloud web-services and who thus need to 
integrate the cloud offerings with their own IT organization, and 

2. the cloud computing providers who need to provide appropriate cloud 
business-services and ITIL integration points to the IT owners. 

Figure F-2 provides the high-level (Level 0) C3A reference architecture for the 
cloud and ITIL 3.0 modules. It focuses on two layers of the C3A.  The first is the 
external integrations architecture, which contains all the parts that do not belong to 
the reference architecture, either from the ITIL or from Cloud perspectives. These 
identified and mapped modules are 3 to 5 (representing the cloud interaction points 
defined in the previous section) and Modules 6 to 9 for ITIL 3.0.   The remaining 
modules are located inside the system architecture layer, containing the conceptual 
components of the bridging technology (modules 10 to 15) that provides the 
adaptation system between ITIL and the Cloud systems.   
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Fig F-1: Cloud Architectural Stack 

4.1 The ITIL External Integration Architecture Components 

In order to demonstrate the requirement for bridging, we define here part of the 
ITIL process and definitions, captured as modules (noted as UML package symbols) 
and inner functions (noted as UML components). The relevant high-level architecture 
elements that need to interact with the cloud are presented in figure F-3 and defined 
ahead. 
� Service Strategy (module 6) contains the project and portfolio (PPM) component 

that enables the organization of the IT strategies and ongoing initiatives, and the 
financial management component, which contributes commercial value to the IT 
investments and resources.  This module connects to the cloud via module 12 
(Cloud e-commerce Arena) – for evaluating costs of the initiatives – as well as 
to module 11 (Benchmarking Manager) – for evaluating alternative cloud 
vendors. 

� Service Design (module 7) consists of five separate components. The service 
level management component sets and monitors agreements based on service 
requests, negotiates with supply chain managers, sets agreements for operations 
and services, and catalogues the results. Analytical modeling captures the 
defined and offered services. Service capacity management compares 
alternatives for IT resources by analyzing costs and quality, conducting load 
tests, and accordingly adjusting the definitions. Information security 
management defines the needed associations and limitations in order to reduce 
the threat of information inappropriate usage. Finally, IT service continuity 
management performs continuous analysis in order to evaluate service trends for 
optimization.   
Consequently, as with any other service, the cloud services quality attributes 
should be measured and evaluated by the service design components, 
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specifically comparing cloud vendors, as well as internal datacenter offerings.  It 
connects to the cloud using module 10 (Cloud Security Management) and 
module 11 (Benchmarking Manager). 

Fig F-2: Level 0 reference architecture for the Cloud – ITIL integrations 

� Service Transition (module 8) is responsible for ensuring the deployment of the 
designed services. It consists of five key components. The asset management 
component is responsible for tracking and reporting the deployed assets within 
an organization. The configuration management system maintains information 
on the topology and system infrastructure. The life cycle for design changes is 
controlled by the change management component. Release management is 
responsible for testing a changed item prior to releasing it into the system. Thus, 
this component builds and organizes the deployed packages, rolls out the change 
and evaluates the success of the change. Finally, the knowledge management 
component is responsible for gathering, analyzing, storing and sharing the 
knowledge and information within an organization.  
In terms of the cloud offering, the provisioning element is the most relevant one 
for abstracting the actual deployment, as well as controlling the management 
access permits. The transition module interacts with the cloud using module 15 
(Cloud Change Management) and module 13 (Portability Manager). 

� Service Operation (module 9) measures the services provided on an ongoing 
basis with the goal of ensuring a high level of quality is maintained across the IT 
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investments.  In order to achieve this goal, six different components are 
required. IT operations management deals with the definition and monitoring of 
the availability and performance of deployed IT assets. It provides an operations 
dashboard that displays the overall status and health of the system to the 
consumer. Business continuity management is responsible for ongoing 
provisioning, recovery, backup and redundancy of the IT assets within the 
datacenter, as well as countermeasures and remedy. The problem management 
component provides proactive planning capabilities through the analysis of IT 
behavior, detecting utilization patterns and change history. This information is 
then used to compare actual versus estimated costs, to determine if Service 
Level Agreements (SLAs) are being met, if there are any indicators that 
performance is deteriorating, etc. The end goal is to alert the consumer that a 
problem is starting to appear, providing the consumer with the possibility of 
mitigating the issue before it becomes critical. Governance and compliance 
requirements are achieved through the identity and access management 
component, which manages users and controls their access to the resources in 
the system based on, for example, their organizational role. The storage 
management component manages the distributed data stores for the 
organization. It is additionally responsible for provisioning and allocating 
storage resources. A service desk and incident management component provides 
the ability to restore IT services back to operation through a workflow and life 
cycle of incidents that concludes with incident resolution. 

Fig F-3: the ITIL 3.0 service management modules 
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The affect of this module on cloud management is extensive, since it fulfills the 
need of the information systems deployed externally to the organization to “keep the 
lights on”, without any means of enforcement or regulation. Delegation of its 
responsibility is delivered to the cloud using modules 14 (Cloud Performance and 
Availability Management), module 15 (Cloud Change Management) and module 13 
(Portability Manager).

4.2 The Cloud Computing System Conceptual Architecture Components 

Within the system architecture layer, there are six modules that need to connect the 
cloud with ITIL: cloud security management (module 10), benchmarking manager 
(module 11), cloud ecommerce arena (module 12), portability manager (module 13), 
cloud performance and availability management (module 14), and cloud change 
management (module 15).  Figure F-4 presents modules 11, 12, and 13.  Figure F-5 
presents modules 14 and 15.  Each module is described in more detail below.  

It is important to note that these six high level modules contain the sub-system 
requirements and capabilities that form the main contributions of this paper as they 
represent capabilities that are unique to the cloud environment.  

In what follows, we capture the requirements of each component, dividing the 
responsibility according to both ITIL needs and the Cloud offering. 

The cloud security management module (10) consists of two components. It is 
generically responsible for providing the security aspects of controlling the entry 
points to the cloud. It uses a cloud security sentry component and a security SLA 
requests component.  The cloud security sentry component delegates requests for 
access control enforcement, as well as collects observations of actual behavior by 
providing interception mechanisms on service calls.  This component provides a 
guarded call mechanism that prevents access to the customer IT environment by cloud 
applications, thus protecting the customer IT systems from the cloud. The security 
SLA requests component acts as a remote proxy for compliance access control tools. 
It is responsible for mediating requests to deploy security and access control policies 
on roaming users, hosts and servers. 

The benchmarking manager (11) module is responsible for comparing the 
published capabilities of cloud vendors by generating a comparative list of vendor 
attributes (e.g., provided hardware, cost for storage, etc.). Thus, the attributes 
extractor component accesses the non-functional characteristics of the cloud’s 
attributes (e.g., pricing, supported hardware and more). These attributes are provided 
to the cloud attributes aggregator component, which evaluates and composes 
accumulated values for each vendor, comparing them against the customer quality 
attributes. This provides customer specific prioritization of the cloud vendors. The 
attributes are passed to the alternatives comparator component, which presents the 
selected benchmarked vendors using a consistent set of ITIL metrics. The run-time 
performance of each vendor offering is tested by the deployment performance 
component for the installation and removal of an image.  

The portability manager (13) is responsible for the portability of deployed images 
from one cloud vendor to another.  For example, should one cloud vendor not be 
meeting the SLA requirements, this module can automatically repack the deployed 
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entity according to the new vendor definitions and port it to a new cloud platform. In 
order to achieve this, the module consists of six components.  The first component, 
image design and modeling, defines a configuration model of the entities that need to 
be packaged. The package description component generates the packaging 
instructions and configuration descriptions for a specific vendor. The image 
provisioning and deployment component enables the actual rollout of a certain 
configured image for a specific cloud vendor. The removal of deployed images (or the 
inner elements of an installed application) from a specific cloud vendor is controlled 
by the image decommission and rollback component. The status of the images is 
monitored by the change status monitor component, while the image backup and 
replication component uses the portability mechanism to provide backup and 
replication functionality as part of normal business processes. 

The cloud e-commerce arena module (12), consisting of only two components, 
provides the capability to negotiate costs and comparisons. This allows computing 
resources to be treated as a commodity. The cloud interface broker component, which 
connects to several cloud providers, enables the selection of vendors, the orchestration 
of several options, and billing for the services of managing external SLAs inserted on 
top of the vendors. The cloud billing-monitoring component is responsible for the 
actual consumption of the billed payments. 

The cloud performance and availability management (14) module is responsible 
for monitoring the status of applications, hosts and services on the cloud. It is further 
responsible for providing this information to Enterprise IT Management (EITM) [11] 
operation tools.  Six components are required in order to achieve these goals. The first 
component, the SLA enforcer, inserts penalties (or triggers a search for alternative 
vendors) upon the services specified in the SLA not being met. The quality attributes 
real time monitor component monitors the quality settings of the IT manager.   

Fig F-4: System Architecture modules: Benchmarking Manager (11), E-commerce Arena (12) 
and Portability Manager (13) 
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For example, this component might monitor energy measurements for the 
equipment being used within the cloud for purposes of compliance with GreenIT 
initiatives. The cloud logging manager component is responsible for extracting 
aggregated logs and events to the customer so that the customer can integrate this 
information into a centralized repository containing the logs from all the IT systems, 
both cloud and non-cloud.  Performance metrics (e.g., availability, maximum 
utilization) are measured by the cloud performance monitoring component.  The 
virtual load-balancing component enables distributed load balancers and automated 
failover (between cloud and non-cloud). It achieves this through the provisioning of 
one or more of the participating servers in a grid, which is then managed as an image 
on the cloud.  This server acts as a backup to provide high availability through 
redundancy. Finally, the supply change manager component is responsible for 
measuring the efficiency of the supply chain.  It achieves this by providing an 
extended service desk adaptor that facilitates the delegation of service desk requests 
from the ITIL workflow into the cloud vendor. 

The cloud change management module (15) consists of seven components. This 
module abstracts the cloud to a CMDB (configuration management database), 
managing transitions and changes to the cloud application, and capturing its structure 
configuration. The first component, the transient deployment manager, provides a 
fail-over management capability that can deploy a temporary solution on the cloud 
enabling high availability – even when the price might be high – by providing a 
transient replacement for regular IT systems.  The agile change manager component 
enables incremental and measurable changes by comparing attributes of service 
quality between different implementations.  The cloud provisioning manager 
component enables the rollout of particular images for a particular cloud vendor.  The 
virtual configuration monitor component maintains snapshots of physical 
configurations over time with the goal of enabling diagnostics, discovery of assets on 
the cloud or cloud offerings, root cause analysis, and e-discovery requirements. This 
is part of CMDB history images and is used by information management and e-
discovery.  Cloud offerings are extracted as managed configuration items (CI) by the 
virtual CI manager component, which maintains this information for service 
availability. The cloud roaming model component defines a service configuration 
over virtual CIs from different cloud vendors, displaying their measured values over 
time, regardless of the underlying roaming structure.  It automatically adjusts service 
performance based on the (changing) underlying structure. The roaming sentry 
component constrains roaming capabilities within the cloud as determined by 
governance and compliance requirements.  For example, this component might be 
used to overcome the “non-location”' dependency in cases of e-discovery where 
location is of importance. 

5 Comparison to Related Work
In their keynote address, Buyya et al. [2] argue that market-oriented resource 
management is required for cloud computing in order to regulate supply and demand 
and promote service differentiation (e.g., based on quality of service and other 
standard SLA clauses). They provided an architecture for such a system in their 
paper; however, this architecture does not address the individual modules or 
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components required in order to achieve their vision, nor does it demonstrate its 
relationship to ITIL requirements. Moreover, the architecture that we have presented 
in this paper addresses the requirements that were identified by Buyya et al., such as 
modules that are responsible for monitoring services, negotiating SLAs, and 
determining appropriate pricing.  In fact, the architecture that we have presented 
automates more of the process than originally envisioned by Buyya et al. (such as 
automated migration between cloud vendors and automated comparisons between 
vendor offerings).  

Fig F-5: System Architecture modules: Cloud Performance and Availability Manager (14) and 
Cloud Change Management (15) 

Aymerich et al. [1] also provide a very high-level architectural view of cloud 
computing, along with a discussion of the advantages that cloud computing provides 
to consumers. The authors focus more on individual users rather than on the 
advantages to large-

scale businesses. Further, the architectural views they provide are conceptual in 
nature, and do not provide the level of detail presented in this paper. 

Wang et al. [8], who provide architecture and system requirements, describe 
Cumulus, a scientific cloud for a data center. Specifically, they identify on-demand 
services (hardware, software, and data) along with on-demand service provisioning, 
quality of service guarantees and autonomy as requirements, all of which we have 
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addressed in our architecture. As with the previous two papers, the architecture 
presented in this paper is provided at a very high level and does not address the 
components or modules required to provide the services required (e.g., quality of 
service guarantees). 

Frince and Petcu [4] also provide an architecture that can support cloud 
computing, with a focus on mathematical-described problems. However, the 
architecture they present concentrates on providing a low level platform for 
controlling the distribution of clients’ tasks and message passing infrastructure.  In 
contrast, we have described the components required for a complete, and generic, 
system that meets ITIL requirements for large-scale organizations. 

Vouk [7] describes the architecture for a cloud system at NC State University. He 
identifies several non-functional requirements, such as usability, substitutability, 
extensibility and scalability, customizability, reliability, availability, and security.  
However, the paper does not provide details on the architecture capabilities. Thus, it 
is difficult to determine if, for example, the system described meets ITIL compliance. 

Kesanav et al. [6] present Active CoordinaTion (ACT), which is a resource 
management application for cloud environments. However, this application focuses 
on managing virtual machines and so only addresses a subset of the management 
functions identified in our architecture.  Further, it focuses on the technology 
requirements and does not address the business requirements, such as ITIL 
integration. 

Deelman et al. [3] examined the cost of using the cloud for a scientific application 
that was data intensive. They found that there were significant savings to using the 
cloud environment assuming that the consumer provisioned correctly for the 
application.  However, this example application did not investigate any of the other 
aspects of cloud computing, such as the time required to setup virtual images, 
although it did acknowledge that these costs should be studied and included. 

6 Discussion and Conclusions 
In this paper, we presented the conceptual requirements, captured within separate 
architectural components, that serve as adapters between ITIL 3.0 and the Cloud web 
services. The architecture is structured as a separate layer that intercepts ITIL 
management requests and the Cloud web services. It can be merged into either of the 
extremes, e.g. inserted as a hybrid within different ITIL implementations, or as part of 
the web services offering of the cloud vendors, depending on deployment definitions. 
The proposed structure maintains separation of responsibility; thus, it is currently 
detached from both ITIL and the Cloud.  

The description of each of the inner components maintains scope of 
responsibilities and indicates the needed solutions on these bounded areas. Based on 
previous research that detected difficulties with the usage and implementation of the 
cloud, we mapped the discrepancies between the context and ITIL, proposing scoped 
requirements that are aggregated within a framework.  The modules themselves are 
the cloud security management, portability manager, benchmarking manager, cloud e-
commerce arena, cloud performance and availability management, and cloud change 
management.  
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These classifications of modules, and the cross-dependency amongst them and the 
ITIL and Cloud boundaries, constitute the reference architecture of this paper.  Thus, 
this proposed architecture enables simplified and unified management of the IT 
department offering, which maximizes the cloud offering and extends these web 
services capabilities. 
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Abstract. Cloud computing is the latest trend in computing where the
intention is to facilitate cheap, utility type computing resources in a
service-oriented manner. However, the cloud landscape is still maturing
and there are heterogeneities between the clouds, ranging from the ap-
plication development paradigms to their service interfaces and scaling
approaches. These differences hinder the adoption of cloud by major en-
terprises. We believe that a cloud middleware can solve most of these
issues to allow cross-cloud inter-operation. Our proposed system is Al-
tocumulus, a cloud middleware that homogenizes the clouds. In order to
provide the best use of the cloud resources and make that use predictable
and repeatable, Altocumulus is based on the concept of cloud best prac-
tices. In this paper we briefly describe the Altocumulus middleware and
detail the cloud best practice model it encapsulates. We also present ex-
amples based on real world deployments as evidence to the applicability
of our middleware.

1 Introduction

Cloud computing is resulting in very cheap, on-demand, seemingly unlimited
compute resources. Any enterprise can easily provision, manage, and sustain
(keep up to date and scale) their entire operations on a compute cloud for a
fraction of the cost of owning the resources. In essence, cloud computing results
in commoditization of typical computing resources which are now, via compute
clouds, available as a service.

While most enterprises could make use of such cheap resources to deploy
their applications, there remains various concerns to address and that could
help accelerate that transition. These challenges can be summarized into three
categories: 1) quality of service, 2) security and privacy, and 3) dynamic scaling
to meet application customer demands.

The current state of the art in the industry is to capture or define best
practices. Best practices are known good patterns of software configurations
and setup (with appropriate updates) that are known to be reliable or that
address some of the specific issues listed above. For example, a common best
practice to scale a relational database to a large number of (predominantly read)
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requests is to use an in-memory cache such as memcached [1]. By running a
properly configured memcached process, database query results can be saved
in the memory cache so that frequently repeated queries are not served from
the database but rather fetched from the cache. Naturally, adding a memory
cache alone does not solve the entire scaling issue and other steps need to be
taken to truly scale the system. However, adding a memory cache is a known
scaling solution for read intensive database applications and is considered a best
practice.

Making efficient use of a cloud computing environment in order to reap the
benefits while trying to address the key concerns listed above can be done using
best practices. However, such best practices are typically tacit knowledge and
they evolve and change over time. The ideal situation would be to try to auto-
mate best practice-based cloud deployments for the different cloud frameworks
available, as well as having a means to allow such best practices to evolve and
new ones to be added.

The IBM Altocumulus research project is a new kind of cloud platform and
middleware that attempts to address exactly this issue. In addition to enabling
deployments addressing some of the quality, security, and scaling issues that are
common in Web applications development, IBM Altocumulus allows such deploy-
ments to be done in a cloud-agnostic fashion. Finally, it also enables migrations
of deployments across compatible clouds.

1.1 Organization

The remainder of this paper is organized as follows. Section 2 discusses related
work such as software patterns and cloud middleware. Section 3 gives an ar-
chitectural overview of our middleware and explains some of the key use cases.
Section 4 gives a detailed description of our notion of a cloud best practice along
with some specific examples around several key pain points cloud users expe-
rience. We discuss where the project currently stands and initial results of our
deployment of the platform inside IBM in Section 5 and conclude after describing
some ongoing and future work in section 6.

2 Related Work

2.1 Middleware

Middleware, in the context of distributed computing systems, was first described
by Bernstein et al. [2] as a set of intermediaries for the components in a dis-
tributed computing system. This concept has been extensively utilized during
the uprising of the Service-Oriented Architecture (SOA) where the services in
question were in fact provided by middleware systems. Middleware in general
is used to abstract the differences between heterogeneous systems and expose a
uniform interface.
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2.2 Cloud Computing

Cloud computing is defined as both the applications delivered as services over
the Internet and the hardware and systems software in the data centers that
provide those services [3]. The landscape for computing clouds is still evolving
and there are three major paradigms of cloud services available today.

– Infrastructure as a Service (IaaS) : The raw computing resources are
exposed to the consumers. There are options for including support software
but usually there is no abstraction over the system complexities. This is in
fact exactly the same as getting access to a physical computer attached to
the Internet. Amazon EC2 [4] is the leading IaaS provider and the most
prominent cloud service provider today.

– Platform as a Service (PaaS) : Consumers get access to an application de-
velopment platform possibly hosted on a infrastructure cloud. The platform
completely abstracts the complexities of the underlying host system. The
platform also guarantees load balancing and scaling in a transparent man-
ner to the cloud consumer. However these platforms typically are restrictive
and requires the hosted applications to strictly adhere to certain specialized
Application Programming Interfaces (API), frameworks, and programming
languages. Google AppEngine [5] is an example of a PaaS.

– Software as a Service (SaaS) : Consumers get access to specialized soft-
ware suites hosted in a cloud environment. Unlike the platform offering, there
is no room for custom application development. However the offered software
suites are generally extensively customizable. The SalesForce.com Customer
Relationship Management(CRM) solution is an example where software is
offered as a service.

In this work, we primarily focus on the Infrastructure and Platform service
clouds (IaaS and PaaS). In the subsequent uses of the word cloud we refer to
either a IaaS or PaaS unless otherwise stated.

2.3 Patterns

Patterns in software engineering (or Design Patterns) was pioneered by Beck
et al. [6] and has gained popularity due to the applications in the widely used
Object-Oriented Programming (OOP) languages [7]. Patterns are well accepted
in the industry and deemed essential for a software engineer, primarily to avoid
inefficient programming practices and stop reinventing the wheel. For example
when constructing a user interface driven application, the best known way to
engineer it is to follow the Model View Controller (MVC) pattern [7]. Following
the MVC pattern not only simplifies the construction but also improves reuse
and maintainability of the application. Use of patterns can also be seen in the
higher layers of software engineering such as for enterprise applications [8].

Middleware for clouds has been discussed even during the earliest days of the
cloud [9]. However in terms of functionality, a cloud middleware was expected
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to either manage or configure the respective cloud itself. The work described in
this paper deviates from that idea significantly by positioning the cloud middle-
ware in the perspective of the cloud consumer. In other words the middleware
and the best practice model described in this paper is aimed at homogenizing
the cloud interfacing in the perspective of the cloud consumer. We believe that
such a perspective change is necessary since the service interfaces for clouds are
significantly different and vastly complex.

3 Middleware Architecture

3.1 Overview

The primary service that IBM Altocumulus provides to cloud users is convenient
deployment of applications (primarily Web applications) to a variety of clouds.
Additionally, IBM Altocumulus allows other services such as backup and restore
of database content as well as cloud image creation and cloud image migration.

The Altocumulus middleware consists of three major components that inter-
act with each other, as illustrated in figure 1.

1. Core: The primary functional component of the middleware. The Core man-
ages the interactions with different cloud providers and exposes a private
RESTful API.

2. Dashboard: The primary user interaction component. The dashboard pro-
vides a comprehensive web based user interface for human users. The dash-
board also provides credential and artifact management facilities and uses
the Core via the private API.

3. Core-API: The public API for the core. Core-API exposes a well docu-
mented RESTful API for applications and acts as a façade to the Core.
Core-API facilitates the controlled exposure of the middleware functionali-
ties for external applications.

Apart from these three components, there is a support component that man-
ages images for various clouds called the image repository. The term image is
used in this context to represent a serialization of the artifacts of a working
system, in accordance to the use of the term Amazon Machine Image (AMI)
by Amazon. The function of the image repository is to store and manage such
images. While the role of the image repository is not considered central to the
Altocumulus platform, it is indeed useful and acts as a support component.

All IBM Altocumulus deployments are done via the utilization of cloud best
practices that attempt to provide pre-packaged software stack and related config-
urations for a specific type of application. For example, using IBM Altocumulus,
a deployment of an IBM WebSphere sMash application on a public cloud (such
as the Amazon EC2) can be done repeatably including all necessary software
configurations. If the target cloud needs to be changed, the change to the de-
ployment is minimal and users are shielded from the complexities that arise from
such a difference.
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Fig. 1. High level view of the Altocumulus Middleware Platform

IBM Altocumulus currently supports Amazon EC2 and Amazon clones such
as Eucalyptus [10], Google AppEngine [5] and the IBM HiPODS Cloud comput-
ing solution.

We use adapters to interface different clouds. The current implementation
uses manually programmed adapters. We discuss the possibility of generating
these adapters by a semi-automated process in section 6.
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4 Best Practice Model

4.1 Overview

Our best practice model is designed around three principles.

1. Provide logically arranged place holders for different types of data required
for a cloud deployment.

2. Be applicable to different cloud paradigms.
3. Have a reasonable balance between completeness and complexity.

The first design principle caters for the fact that there are significant number
of different data items that is needed for a deployment. Although these data
items may vary significantly between different deployments, they can be logically
grouped and arranged.
The second principle states that such a grouping needs to be compatible with
the different cloud paradigms described in section 2.2.
The third principle states that this grouping needs to be reasonably complete but
not overly complex since it is meant ultimately for a human. This is especially
important considering that various components of a best practice would evolve
over time, i.e. will have different versions. The goal here is that a user would be
able to redeploy a cloud application with an updated best practice using a one-
click action. This can be significantly important when a new version of a best
practice component is released for security and privacy purposes, e.g. a patch
solving a security vulnerability.

We now describe the details of the Altocumulus Best Practice (BP). A BP
in its simplest form is a particular sequence of process steps (selected either
automatically or manually) that best suits the cloud management task at hand.
A BP however, differs from a simple workflow since it may additionally include
provisions to define other aspects of a deployment such as scaling. A BP consists
of two primary components.

– Topology : An indication of the structure of a particular deployment. In
the simplest form, the topology can be a single instance or an application
space. However the topologies can be arbitrarily complex. In section 4.2 we
discuss several common topologies.

– Scaling Strategy : Encapsulates the process for scaling. For some clouds,
such as platform clouds, the scaling strategy would be empty. However for
infrastructure clouds (IaaS providers) the scaling strategy includes details on
what resources to manage when a scale-out or scale-in operation is required.
The scaling strategy is tightly coupled with the topology.

The Scaling Strategy includes customizable rules that can be used to control the
behavior of the scaling process. For example, for a strategy of scaling horizontally
by replicating, the rules would control the load limit to spawn a new replication
and the maximum number of replications allowed. These limits may be set by a
user or a process.
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The Topology is based on instance groups. An instance group refers to a set of
functionally equal compute nodes or a cluster. Each instance group attaches to
a configuration bundle that in turn includes an ordered set of configurations. A
configuration represents a single step in a simplified work flow of setting up the
node. For example installing a database software is a configuration. Configura-
tions (optionally) have parameters, most of them user tunable. To use the above
example, the default user name and password for the database would be part of
the user tunable configuration parameters.
Figure 2 illustrates the structure of a Best Practice in UML notation.

Fig. 2. Structure of a Best Practice

While some simple BPs have only on instance, advanced BPs allow deploy-
ments to be spread across groups of instances that can grow and shrink according
to some rules. Due to the complexity of building a custom BP from scratch how-
ever the Altocumulus platform contains a number of pre-built BP templates for
the most common cases. Regular users are allowed to customize these BP tem-
plates and only privileged users can construct them from scratch. We further
discuss the issues involved in custom BPs in section 5.1.

4.2 Example Best Practices

Now we present three examples that clearly illustrate the flexibility of the best
practice model and it’s coverage of the design principles stated in section 4.1.
We also describe some of the pain points these BPs try to overcome.

A Single Instance Best Practice This is the most simplistic BP where all
the configurations apply to a single instance. There is no scaling strategy. The
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topology is in its simplest form where one instance contains everything. To cater
for such simple scenarios, the Altocumulus platform includes an empty scaling
strategy and a fixed topology.

A Fixed Cluster Best Practice A popular use of compute clouds, especially
among the scientific researchers, is to use them for parallelizable computations
using the map-reduce paradigm [11]. Apache Hadoop [12] is one of the popu-
lar map-reduce computation frameworks used for large computations. Typically
when setting up a map-reduce task the major pain point is setting up the man-
agement nodes and the worker nodes (worker nodes are generally large in num-
bers). The number of nodes for a computation task is generally fixed and does
not fluctuate during a computation.

The fixed cluster BP supports this type of set up where the nodes may
be heterogeneous but fixed in number. Currently this BP supports only the
Hadoop framework and includes a multi-instance star topology with 1) A central
management node and 2) A number of worker nodes. The scaling strategy is
empty since there is no dynamic scaling involved. This type of setup is illustrated
in figure 3(a).

A Horizontally Replicating Best Practice Todays typical framework based
Web sites are two tiered, i.e. they have a presentation front-end that displays
content fetched from a database back-end. Majority of public Web sites such as
wikis, forums or blogging platforms are structured this way. The popular open
source multi purpose Web platform Drupal [13] is one of the prominent examples
for a two tiered Web application platform. Scaling strategies for such two tiered
Web applications have been well studied and one of the accepted strategies is to
replicate the presentation component under a load balancer [14]. The pain points
in such a scaling process includes 1) replicating the complete configuration of the
presentation component which is typically a script language based application.
and 2) updating the load balancer configuration with the details of newly added
(or removed) instances.

This BP includes a multi-instance layered topology that includes 1) load
balancing layer 2) presentation / Application Server (AS) layer and 3) database
layer. The scaling strategy is horizontal replication and includes rules that trigger
replications. Figure 3(b) illustrates this architecture.

5 Discussion

IBM Altocumulus is a new kind of cloud middleware: a cloud broker that facil-
itates cloud agnostic deployment and management tasks. The primary goal of
this project is to attempt to homogenize clouds with a layer and API that would
allow higher-level services to be created. From our Altocumulus deployment in
the IBM Technology Adoption Program (TAP) (An internal portal of emerging
technologies with access only to IBM employees) we have learned that there is
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(a) Star Topology for Hadoop (b) Layered Topology for Hori-
zontal scaling

Fig. 3. Different Best Practice Topologies

indeed a demand for this type of a cloud abstraction middleware. Recent devel-
opments in the hybrid cloud deployments, even across different paradigms [15]
underscores the importance of cloud homogenization.

5.1 Custom Best Practices

Ultimately the intention of the best practice model is to provide cloud users
with reasonable power and flexibility in cloud application management. How-
ever creating an advanced BP template needs a significant level of knowledge
and testing. For example creating the fixed cluster BP described in section 4.2
requires in depth understanding of the Hadoop framework. Due to this reason
we have limited the BP creation capability only to privileged users. The regular
users can always customize existing templates. We believe this is not a seri-
ous limitation since majority of the use cases are covered by our existing BP
templates. Our TAP deployment experience also confirms this fact.

5.2 Other Lessons learned

Apart from the above mentioned experiences, we also learned important lessons
in applying a middleware platform in the cloud context.

1. Some clouds, especially platform services, mandate the use of certain libraries
for application development. Thus these applications become locked-in to
the specific cloud provider. Our middleware cannot solve this lock-in yet. A
different and completely new application development paradigm is needed
to generate portable cloud applications. Although such an effort is out of
scope for this research, we believe cloud agnostic application management is
the first step in truly portable cloud applications.
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2. Hybrid cloud deployments are deemed important amidst the mounting pri-
vacy and data protection considerations. Although Altocumulus doest not
provide hybrid deployments yet, we consider this to be the most important
next step.

6 Future Work

In terms of improving the middleware capabilities, we plan to expand the support
for application frameworks and relational databases as well as other clouds.
Supporting hybrid cloud deployments is our key next step.

An interesting avenue of research we plan to investigate is the use of seman-
tic web technologies to enhance the functionality of this cloud middleware. We
believe that some of the semantic web techniques can be used to help facilitate
the creation of cloud adapters as well as discovery and usage of best practices.
An interesting case would be a system capable of suggesting a suitable best prac-
tice given an application. Similar scenarios have been investigated heavily in the
context of semantic Web services and we anticipate further research can yield
the adaptation of such technologies in the cloud context.

The experience gained in semantic annotations can also be used in the con-
text of assembling user defined BPs. A possible line of future research includes
using meta data annotations to provide assistance to users for assembling BP
components and hence may provide a solution for the dilemma discussed in
section 5.1.
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Abstract. The Cloud is proving to be a valuable complement to the
compute resources traditionally used by research laboratories, with the
timely and scalable access to compute cycles being the primary benefit.
The relative ease of marshalling and provisioning storage and compute
cycles is changing the way research applications are architected and ex-
ecuted, this presents new opportunities as well as new challenges. Aug-
menting traditional infrastructure with cloud capabilities facilitates tasks
that require significant upfront infrastructural resources in a relatively
short time frame. But, the new model does not fit well into the estab-
lished way of using computing resources with regards to financial as well
as potential portability and interoperability issues.

Key words: Cloud, Research, Academia, Bioinformatics, Infrastructure

1 Introduction

Access to large-scale compute resources is the norm for most research labora-
tories, especially in the life sciences [1]. These research laboratories use in-silico
experiments based on models and simulations to drive the design of in vivo bio-
logical experiments [2][3][4]. The in-silico experiments are comprised of multiple,
complex and loosely coupled analysis workflow steps[5][6]. The computational re-
quirements for these tasks range from large muti-core shared memory machines
to commodity clusters, in many cases by compromising the overall performance
significant tasks in the workflow can be off loaded on to commodity clusters. For
example the denovo genome annotation pipeline RAST(Rapid Annotation us-
ing Subsytems Technology) [7] that integrates tasks requiring high performance
computing resources along with equally compute and data intensive pre and post
processing tasks.
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2 Cloud Computing in Research Environments

Obtaining compute resources in a timely and agile manner for the complete
analysis workflow is frequently a challenging task for most academic research
groups. Often, resource availability decides the final outcome of an intricate and
expensive biological experiment. This makes it increasingly important to provide
accessible, flexible, scalable infrastructure to tackle compute intensive life science
research questions that require varied computational capabilities [8][9][10].

The Cloud opens the door for a fundamental change in how research applica-
tions are designed, deployed and benchmarked in academic research laboratories
[11][12]. The Cloud’s on-demand resource availability and seemingly infinite scal-
ability can augment traditional in-house compute and storage capacity.

While in-house infrastructures have advantages that make them unlikely to
be replaced by the Cloud entirely, a potential synergy exists that supports the
varied computing workload of a life science research laboratory. For example,
experiments that require high-speed, low-latency interconnects can run on a tra-
ditional in-house cluster designed for that purpose, while large-scale experiments
that are compute-bound and time sensitive can run in the Cloud [13]. Some ex-
periments may have characteristics that require both an in-house cluster and
the Cloud and may span the two or even integrate with allocations provided
by national centers on highly specialized compute capabilities. This delicate in-
tegration between in-house, national centers and Cloud based resources can be
attained in theory by utilizing existing systems such as Condor Glide-in[14] and
Eucalyptus[15], in reality implementing a reliable solution using these options is
a technical challenge.

3 Challenges When Using the Cloud for Research

For all of its advantages, the Cloud does come at a price. In particular, relying
on the Cloud for scientific computation may result in a lack of portability and
performance, and the Cloud’s pay-as-you-go cost model may not be appropriate
for all experiments [16]. Reproducibility of research results in scientific comput-
ing is paramount[17]. The Cloud does offer the necessary compute and storage
infrastructure to easily reproduce results in a consistently identical execution
environment, but the customer wanting to perform similar calculations faces
technical hurdles leading to portability issues such as the need for custom vir-
tual images per vendor. This hinders the integration efforts for customers seeking
solutions where the workflow spans multiple Cloud vendor implementations.

Portability is required to protect customer options. Service providers can
fail; customer service or pricing issues can lead to customer dissatisfaction. The
customer must maintain the freedom to do business elsewhere. Often, however,
vendors adopt a lock-in strategy [18] that makes it difficult to exercise that free-
dom. Different Cloud service providers are likely to have different capacities,
characteristics, and pricing models. The overall evaluation process and criterion
should be agnostic of the service provider and not tailored to specific feature set
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of the specific service providers. It should be possible to stage the same eval-
uations and retrieve performance metrics from multiple provider with relative
ease.

The Cloud’s pay-as-you-go cost model is a double-edged sword for scientific
computation. On the one hand, current in-house computing resources do not
generally adopt this model, so that the true cost of running an experiment is
hidden from the researcher. For example, the CPU cost might not be apparent
to a researcher using an in-house facility. In the Cloud, resources such as CPU
time, bandwidth, and storage are billed directly. This may lead to unexpected
excessive costs for experiments that were not designed with this price model in
mind.

On the other hand, the Cloud can provide fine-grain reporting of resource
consumption necessary to effectively calculate the relative costs of the experi-
ment including network, storage and compute costs. Furthermore, the required
resources can be tailored to meet the needs of the specific workflow steps in
the experiment, avoiding inefficient provisioning. This reporting instrument can
foster realistic application profiling and design considerations while supporting
informed quantitative decision making at all levels. Extracting and incorporating
similar information from existing distributed infrastructures is difficult.

The effective integration of Cloud resources raises issues and concerns that
are often encountered when resources use multiple vendor prescribed standards.
Making educated evaluations across Cloud service providers (in-house or exter-
nal) requires industry-wide standards that not only allow effective evaluation of
Cloud service providers through benchmarking and validation of their metering
of services, but also the ability to migrate and integrate between multiple Cloud
service providers with the same ease and transparency as Cloud computing offers
for scalability and control.

4 Conclusion

The Cloud is already proving its potential as an environment of choice for solv-
ing many of today’s scientific problems, but many of the logistics are yet to
be resolved. While inroads have been made to integrate cloud resources with
local resources through Virtual Private Cloud (VPC) and systems such as Eu-
calyptus and Condor, there is still a pressing need for a robust solution that
integrates in-house, national centers and Cloud providers. For broader adoption
of Cloud computing in academic laboratories, concerns related to portability,
comprehensive cost models, and cross-implementation integration need to be
effectively addressed. A cautious and enthusiastic approach towards options of
Cloud computing can enable research laboratories with limited resources to ef-
ficiently address the rapidly growing on-demand computational needs of the
community, bridging the digital divide for the much needed user-provisioned
scalable compute infrastructure to facilitate their research endeavors.
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Abstract. An important challenge in today’s software development domain is 
the migration of monolithic legacy applications to be provided as Software as a 
Service (SaaS) in the Service cloud, potentially with execution support through 
a Platform as a Service (PaaS) cloud computing platform. We present a generic 
methodology which shows how to migrate legacy applications to the service 
cloud computing platform. A case study for scientific software from the oil spill 
risk analysis domain is described, with highlights of current challenges. 

Keywords: Legacy systems, Web service, Cloud Computing, MAD, ADM 

1   Introduction 

Legacy systems are software systems that have been built for more than decades with 
old technologies and methodologies. These systems are continued to be used today 
and play critical roles in their domain. When new requirements come to these legacy 
systems, people find they are hard to maintain and update [1].  

As a principle we can talk about 3 layers in a service cloud architecture, Software 
as a Service (SaaS), Platform as a Service (PaaS), and Infrastructure as a Service 
(IaaS). The legacy system we focus on in this paper is in the SaaS level, which 
features a complete application offered as a service on demand. A single instance of 
the legacy software runs on the cloud and services multiple end users or client 
organizations. These SaaS level service clouds runs above the PaaS clouds like 
Amazon EC2. Compared to traditional way of deploying a system, cloud computing 
has advantages like incremental scalability, agility, high reliability, high fault-
tolerance, service-oriented, and etc [2]. For the above reasons, many IT departments 
consider to migrate legacy application into the cloud computing, hope can keep the 
functionalities of legacy system without too much modifications of legacy code, and 
also take the advantages of cloud computing.  Most of these migrations focus on 
specific technologies like Java or .Net [3], so a generic methodology to guide how to 
migrate legacy system to cloud platform is necessary and important in scientific 
software development domain.  

This paper presents a generic methodology, which helps developers migrating a 
legacy system to a SaaS cloud computing platform. This seven-step methodology will 
guide developers through the migration details step by step and improve the 
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development and delivery of higher quality scientific software with higher 
productivity and effectiveness. 

The rest of the paper is organized as follows: Section 2 gives an overview of the 
methodology, and briefly introduces each step of the methodology. In Section 3, 
detailed descriptions of each step are presented. We will discuss how this 
methodology works in sequential steps like architectural representation, architecture 
redesign, model transformation, Web service generation, cloud platform selection, 
and Web service deployment. Then Section 4 will take the OSCAR example system 
in the SINTEF SiSaS project as an example to apply this methodology and 
demonstrate how it works. Section 5 concludes the paper. 

2   Methodology Overview 

We design a generic methodology for the migration of legacy system to Cloud 
Platform, which is depicted in Figure 1. 

 
Fig. 1. Methodology Overview. 

This generic methodology follows the following steps: 
1) Architectural representation of the legacy application: Based on the source 

code and text descriptions, we can analyze the legacy system and reconstruct 
an architectural model of the legacy application.   

2) Redesign the architecture model: redesign the original architecture model and 
in particular identify services that can be provided in a SaaS architecture, 
specified in a SoaML model [4]; 

3) MDA transformation: with MDA transformation technology [5], we can 
easily transform the architecture model like SoaML , SysML [6], UML [7] to 
target code like WSDL, JEE Annotation; 

4) Web service generation: We can generate the target Web service based on the 
WSDL or JEE Annotation; 
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5) Web service-based invocation of legacy functionalities: The service-base 
application invokes the functionalities from identified function and service 
points in the legacy application; 

6) Selection of suitable Cloud Computing Platform: According to the specific 
requirements of target system, the most suitable cloud computing platform 
will be chosen to support the execution of the  Web services; 

7) Web service deployment in the service cloud: End users can consume the 
legacy functionalities through the Web services that run on the cloud. 

The ideal result is a new Web service application that looks, behaves and maintains 
workflows just like the old legacy system but will be provided as a SaaS in the cloud. 

3   Methodology Guidance 

3.1   Representation and Redesign with ADM 

Most of legacy systems lack original design documents because of historical reasons, 
and the only valuable content is the legacy code itself. How to represent the legacy 
code is a key issue in our methodology. According to the “SEI horseshoe model” 
shown in Figure 2, the ADM (OMG , Architecture Driven Modernization) 
reconstruction follows a bottom-up design view and starts from source text to code 
structure, to function-level, and then to architecture representation. 

 
Fig. 2. SEI Horseshoe Model [8]. 

The legacy applications are usually written with old programming languages like 
FORTRAN, LISP, and C. These languages are not object-oriented and hard to 
maintain and re-structure from code level directly. Also we consider how to extract 
some valuable information, such as business entities and metadata, from legacy 
system. Figure 3 shows the steps involved in the refactoring. 
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Fig. 3. Refactoring with ADM. 

The ADM approach has the following steps: obtain the overview model, select 
strategy, define target architecture, derive an AST (abstract syntax three) [9] of the 
source code, create models and profiles (e.g. SoaML, SysML, UML). 

For the purpose of running a service in the cloud, we have chosen SoaML as a 
central modeling language for exemplification. SoaML’s target is to help architects 
and developers to better describe the services at the heart of SOA. The SoaML 
supports the range of modeling requirements for service-oriented architectures, 
including systems of services, individual service interfaces, and service 
implementations. This is done in such a way as to support the automatic generation of 
derived artifacts following an MDA based approach. With SoaML, we can connect 
business and technology easily. Beside SoaML, other UML architectural models like 
SysML are also considered in our methodology, according to specific requirements. 

After the representation of legacy system with architecture diagrams, it is 
necessary to redesign the architecture and rearrange legacy code to meet a service 
oriented approach. One primary redesign principle is to make the target architecture 
more service oriented or component-based, which would bring features like high 
cohesion and low coupling to the target architecture and make it more structural. 
Different software design patterns, like the GRASP (General Responsibility 
Assignment Patterns) can be considered in this step. 

3.2   Model Transformation and Web Service Generation 

In these two steps, we would like to use the redesigned model to create a Web service. 
The redesigned models like SoaML will be transformed to Web services through 
MOFScript [10] or transformation tools like ModelPro [11]. 

ModelPro is an open source MDA provisioning engine form ModelDriven.org 
community. It is able to read models, and "provision" source code, documents web 
pages automatically. The current Version of ModelPro is integrated with MagicDraw 
UML with the Cameo SOA+ Plug-in. SoaML is the first plug-in provisioning 
cartridge for ModelPro which automates the design and development of Service 
Oriented Architectures, initially on Java Platforms. With SoaML and ModelPro, 
enterprise class service oriented architectures can be up and running quickly and 
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efficiently, ready to integrate new and existing capabilities into coherent solutions 
based on the enterprise requirements, services and processes. 

3.3   Invoke Legacy Functionalities from Web service 

A conceptual architecture of how legacy applications is provided as Web service is 
depicted in Figure 4. 

 
Fig. 4. Legacy Applications to Web service [12]. 

We can see three main components of Web services in this architecture: service 
provider, service request, and service broker. When service user requests a service, 
the WSDL description will be sent to find out the service. Once the service is found, 
the WSDL description will generate SOAP request message and send to service 
provider. The service to be deployed on the Web server exposes a number of methods 
callable from the SOAP client. The service residing on the Web server acts as a client 
to a legacy application that resides on a different server. The legacy client code that 
resides on the Web service has a wrapper layer over it. This will facilitate a clean 
separation from the legacy calls. A Web service adapter (wrapper) is built over the 
legacy application to expose it as Web service. The legacy client code can be isolated 
with this kind of design. The wrapper invokes the methods from the legacy 
application through SOAP. 

3.4   Migration to Cloud 

In this step we consider to choose a most suitable cloud computing platform to run the 
generated Web services. The legacy system will run on the cloud at the “Platform as a 
Service” level. The most popular PaaS level Cloud Computing Platforms today 
include: Sun Open Cloud Platform [13], Microsoft Azure [14], Amazon EC2 [15], 
and Google App Engine [16]. The EU project RESERVOIR [17] is also a good choice 
for providing service on cloud. 
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To run an application on the cloud is more or less like renting a virtual server and 
managing code in other organization's platform. We can take other advantages of 
cloud technologies to make our application more scalable and effective to use. The 
generic processes of configuring and running a Web service on different clouds are 
quite similar. Take Sun Open Cloud Platform as an example, the implementation 
steps include [13]: 

1) Choose the running environments from a pre-defined virtual machine images, 
like load balancer, web server, database server appliances; 

2) Configure the running environments to make a custom image, like 
configuring the load balancer, uploading static content to storage cloud, 
loading web content from Web Server, deploying database server to generate 
dynamic content; 

3) Program with the redesigned architecture to satisfy specific application 
requirements; 

4) Choose a pattern that takes the images for each layer and deploys them. Also 
we handle networking, security, and scalability issues. 

With this kind of migration steps, it is possible to move the legacy systems to cloud. 
Moving the Web service to cloud platform doesn't take much modification of legacy 
code generally.  

Different popular cloud platforms are compared in [18]. We could see that it is 
easier to move a legacy system to Amazon EC2 than to Google App Engine (GAE). 
Amazon EC2 nearly supports most of the environment, applications, programming 
languages, runtimes, database servers etc. It offers much more freedom to developers. 
While with GAE, developers have to use either Python or a JVM-language (like Java), 
and also have to use the database system provided by Google itself, and communicate 
with Google database query language. Some tools like Cloud Foundry are used to 
help us migrating legacy system to Cloud more easily and effectively. 

4   Case Study 

We applied the methodology we presented in section 2 to the OSCAR system in oil 
spill risk analysis area. OSCAR (Oil Spill Contingency and Response) is specifically 
designed to support oil spill contingency and response decision-making. We migrated 
and rebuilt this legacy application from Client/Server to Browser/Server architecture, 
and provided this legacy application as a Web service.  

Figure 5 shows a screenshot of the OSCAR legacy application with its detail 
processes description. The "Oil spill processes" contains four main surface processes: 
oil drift, oil weathering, biological effects, and response options. The OSCAR legacy 
application simulates how these processes work and how they affect each other. 
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Fig. 5. OSCAR Screenshot. 

In step 1, we analyzed the OSCAR legacy code structure, and represented the 
OSCAR system with a three-layer architecture diagram. The most important business 
logic is all in the logic layer FATES calculation. FATES engine gives the calculation 
and simulation supports to the processes like “oil drift” or “oil weathering”. The 
output of step 1 is the architectural representation of OSCAR application, which we 
can see from the Figure 6. 

 
Fig. 6. Overview of OSCAR System Architecture. 

Then we redesigned the architecture model in step 2. The target architecture should 
be service-oriented. The ideal model can separate different modules and provide 
different modules as a service to each other. We modeled the OSCAR system with 
SoaML diagrams like Service Architecture and Participant Architecture (See Figure 
7). A Services Architecture is a network of participant roles providing and consuming 
services to fulfill a purpose. The output of step 2 is the redesigned architecture model. 
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Fig. 7. OSCAR Service Architecture. 

In step 3, we generated WSDL with the MDA transformation technology 
MOFScript according to the redesigned SoaML models. And in coming step 4 we 
used these WSDL to generate target Web service. The outputs of these two steps are 
the WSDL, which are addressed in Figure 8. 

 
Fig. 8. Model Generated WSDL. 

The service-based OSCAR application invokes the functionalities from legacy 
system modules like oil drift and oil weathering in step 5, which gives the OSCAR 
Web service application the abilities to provide the functionalities of the  legacy 
application. 

We are currently experimenting with different cloud platforms for the execution of 
this, with an initial trial using Amazon EC2.  We intend to compare with other 
platforms in the future, and also evaluate how the MDA approach can support the 
adaptation that might be required for different cloud platforms. 
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5   Conclusion 

This paper discussed a generic methodology for migrating legacy systems to the 
service cloud. It included the following steps: representation of the legacy application, 
redesign the architecture model with identified services, MDA transformation, Web 
service generation, invocation of legacy functionalities, selection of a suitable cloud 
computing platform, and provision of cloud Web service to the end users. We used 
the OSCAR legacy system as an example to explain how to apply this methodology.  
Challenges we see in this approach is how to best provide automated tool support for 
the migration methodology for the different types of legacy systems and programming 
languages, and for the identification of service-oriented refactoring and migration 
points.  There are also separate challenges associated with the market mechanisms 
and discovery of SaaS offerings, as well as for the selection and use of appropriate 
cloud platforms. 
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